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Broad searches for continuous gravitational wave signals rely on hierarchies of follow-up stages
for candidates above a given significance threshold. An important step to simplify these follow-ups
and reduce the computational cost is to bundle together in a single follow-up nearby candidates.
This step is called clustering and we investigate carrying it out with a deep learning network. In our
first paper [1], we implemented a deep learning clustering network capable of correctly identifying
clusters due to large signals. In this paper, a network is implemented that can detect clusters due
to much fainter signals. These two networks are complementary and we show that a cascade of the
two networks achieves an excellent detection efficiency across a wide range of signal strengths, with
a false alarm rate comparable/lower than that of methods currently in use.

I. INTRODUCTION

The detection of gravitational waves from binary merg-
ers represents a historical breakthrough and opened the
new era of gravitational wave astronomy [2–4]. Continu-
ous gravitational waves are ever-lasting nearly monochro-
matic gravitational waves which have not yet been de-
tected, most probably due to their weakness [5–9]. They
are expected from isolated rotating compact objects
when their shape or motion deviates from perfect ax-
isymmetry [10–13].

Broad-frequency surveys are routinely carried out [14–
16], which investigate a very large number – O(1017) – of
possible waveforms, and require a so-called “clustering”
of the initial results.

Why is clustering important? A gravitational wave sig-
nal or a disturbance may trigger not only one template
but a number of nearby templates, to rise above the aver-
age noise level. This produces many “candidates”, each
needing to be followed up and resulting in a high com-
puting cost. To keep the computing cost in check one
could increase the threshold that the detection statistic
of a candidate has to exceed in order to be worthy of
follow-up. But this obviously results in a loss of sensitiv-
ity. To tip the balance towards higher sensitivities at the
same computing cost, clustering is used.

Clustering identifies nearby candidates due to the same
root-cause and bundles them together as one. Only the
most significant candidate of the set is followed-up and
this reduces the computational cost.

Clustering algorithms used in broad continuous waves
surveys have evolved over time [17–20]. The main dif-
ficulty of clustering lies in the fact that the mismatch
reduction function can be computed analytically only
at distances from the signal parameters that are much
smaller than those at which signal clusters from actual
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searches extend. This makes it necessary to resort to ex-
tensive Monte Carlos in order to determine the parame-
ters of all deterministic clustering approaches.

In our first paper [1] we explored the idea of using the
computational cost normally used for the tuning Monte
Carlos, to generate search results with clusters from sim-
ulated signals and to train a deep learning neural network
on these.

Deep learning or deep neural networks are a subfield
of machine learning which is inspired by the way brain
works. A network consists of layers of nodes/neurones
that endeavour to recognize features in the input data.
Neural networks have proven successful in many applica-
tions, including ones in gravitational waves physics: noise
studies and de-noising [21–24], detection of binary spiral
signals and estimation of their parameters [25–31]. Re-
cently [32–34] have proposed to use deep neural networks
for detecting continuous gravitational waves. See [35] for
a review.

We begun the clustering-network development in [1]
tackling the simpler clustering problem, that is to cluster
candidates from loud signals. We now want to explore
the clustering of weaker signals.

The paper is organized as follows. In Section II we
recall what the general context is, for gravitational wave
search results from broad surveys, and we concentrate on
the broadest existing surveys, i.e. the Einstein@Home
ones. In Section III we present the new network, capable
of detecting weak-signal clusters; in Section IV we discuss
a composite network. Finally in Section V we recap the
main results, and compare and contrast the performance
of our newly developed clustering schemes with existing
methods.

II. GRAVITATIONAL WAVE SEARCH
RESULTS

We develop and benchmark our clustering method on
the results of the latest Einstein@Home all-sky search
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[16]. This search utilises public data from the LIGO O2
run [36, 37] spanning about 9 months, covers a signal-

frequency f between 20 Hz and ≈ 600 Hz, spin-down ḟ
between −2.6× 10−9 Hz/s and 2.6× 10−10 Hz/s and has
a typical set-up for such parameter space.

An Einstein@Home search [38] splits the computa-
tional workload in to millions of separate work-units and
distributes them among the volunteer computers. Each
work-unit searches just under 1011 different waveforms
corresponding to a 50 mHz band in frequency, the en-
tire spin down range, and a small patch of the sky. The
central Einstein@Home server receives back information
only about the most significant 7500 of these waveforms.
We refer to these as candidates. A candidate comprises
a value of the detection statistics, and a set of template
parameter: f, ḟ , α, δ.

FIG. 1. Results from the Einstein@Home search in the
215.50− 215.55 Hz band; the detection statistic as a function
of f and ḟ is shown. Fake signals appear in this result-set as
parameter space regions with enhanced values of the detection
statistic. The lower plot displays the top-down view.

Figure 1 shows the results in the 215.50 − 215.55 Hz
band as a function of the candidates’ frequency and spin-
down, with the detection statistic value color-coded. Sev-
eral X-shaped areas are evident that present high values
of the detection statistic: these are due to fake signals
added to the data before the search. These are the struc-
tures that we want to cluster. The input data to our

FIG. 2. Results from the Einstein@Home search in the
101.70− 101.75 Hz band; the detection statistic as a function
of f and ḟ is shown. These plots are similar to those shown
in Fig 1 , apart for the fact that here we show a weak signal,
like those targeted by the WeakSigN. The zoomed-in panel
shows the ground-truth cluster region.

network can be broadly thought of, as images like this.

III. THE WEAK-SIGNAL NETWORK

A. Target signals

In [1] we developed a network that could cluster search
results from loud signals. We refer to this network as the
loud-signal-network (LoudSigN). The detection efficiency
of this network drops to less than 17% for signals with

detection statistic β̂S/GLtLr ∼ 20, and this is inadequate
for the level of sensitivity of the latest searches: in [16]

nearly all candidates that are followed-up have β̂S/GLtLr

values lower than 20.
We recall that the input data for the large-signal-

network is “down-sampled” : the resolution of the origi-
nal f − ḟ images is reduced by averaging over a certain
number of pixels, 12 × 12 for the O2 data. This is a
necessary step because it blurs away the structure of lo-
cal “peaks and valleys” making it easier for a network
to clump everything together as a single cluster. On the
other hand this step also decreases the contrast of the
signal peak, and if the signal is weak enough, this step
blurs it away completely.

We design a network aimed at these weaker signals. We
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define these signals as those that would not be visible in
the input data prepared for the loud-signal-network, but
that are visible or barely visible in the original O2 data.
We refer to this new network as the weak-signal-network
(WeakSigN). Figure 2 shows an example of a weak target
signal.

B. Input data and ground truth

The input to the network are images with 512 × 512
pixels, that can be handled by the high-end 32 GB GPU.
In this result-set they correspond to slices of 1.7 mHz ×
1.7 × 10−7 Hz/s.

As the Einstein@Home results only include top tem-
plates in detection statistics, we have many empty pixels
in an image. Also it is possible to have more than one
candidate for each f, ḟ pixel, corresponding to different
sky positions. In such cases, the candidate with the high-
est detection statistic value is picked.

We use a supervised network that, with each train-
ing input needs the corresponding output, called ground
truth. Here the ground truth is a matrix for each image
that identifies the pixels that are part of a cluster. To
generate the ground truth, we identify the clusters by eye
and mark them using an image editing tool (Pixelmator)
on a tablet computer equipped with a touchscreen. Each
region is saved with the editing tool and then converted
to the ground truth matrix. An example is given in the
zoomed-in panel of Figure 2.

C. The network

The clustering method is addressed by using instance
segmentation networks. The general network architec-
ture, the overall gravitational data structure, and prepa-
ration of the input data set for the network is similar to
[1]. Here we mostly concentrate on the key points, im-
provements and differences and refer the reader to [1] for
more details.

The network scans the image and finds the regions that
most likely include the cluster, then classifies them and
generates definitive boundaries. The output is a pixel
mask that determines the boundaries and a score that
identifies how likely a pixel is part of a signal cluster.
The score threshold that decides whether a pixel is or
not part of a cluster is set at 0.5. The network structure
is summarized in Figure 3.

To train the network, there are several parameters that
need to be adjusted such as model weights, batch size,
etc. When an input is given to a network node, it ap-
plies a linear function with a set of coefficients and biases,
called model-weights. In this paper, the starting model-
weights are set to be the weights from trained network
in [1]. Another important parameter is batch size which
is mainly limited by the size of the GPU memory. In
training a network, the input data is divided into several

FIG. 3. A schematic diagram of the Mask R-CNN architec-
ture used for our clustering networks.

batches with a size defines with the batch size parameter.
The network works through all samples in each batch be-
fore updating the network weights. In [1], a large batch
size of 15 made a big improvement in the network per-
formance because the network started from pre-trained
model weights that were not for this specific problem.
Here starting with model-weights from [1] helps to sig-
nificantly lower the batch size without loosing in perfor-
mance and at the same time frees up some memory to
use a bigger size sub-image. Having bigger sub-images
gives a better picture of the clustered structures over the
background noise that they are embedded in. For this
netowork we usw a batch size of 2 with sub-images of
512 × 512 while in [1] the batch size was 15 with sub-
images of size 256 × 256.

Similar to [1], the training is performed in 3 steps which
proved to enhance performance. Since we begin with
more reliable weights, the first two training steps can be
made shorter compared with [1]. The steps are as follows:
1) only the first layer of the three last levels in Figure 3
are trained, for 60 epochs rather than 100 epochs in [1] 2)
using the weights from the previous step, the first three
levels are trained for 120 epochs rather than 300 epochs
as in [1] 3) the complete network is trained with the
weights from the second step for 1000 epochs. The best
performance of the network is achieved with these hyper-
parameters: learning rate=0.001, weight decay=0.00001,
learning momentum=0.9. The training process takes
about 40 hours to complete.



4

D. Results

The network is trained on 518 sub-images, validated on
218 sub-images, and tested on 515 sub-images. The test-
set contains the 218 validation-set images plus 297 new
sub-images. All these sets only include clusters which are
weak as described in Section III A. The test set includes
515 signal clusters of which the network correctly identi-
fies 452, corresponding to 88% detection efficiency. The
detection efficiency as a function of the normalized signal
amplitude is shown in Figure 4. We define the normal-
ized amplitude for a signal at frequency f with intrinsic
amplitude h0 the ratio h0/

√
Sh(f), where Sh(f) is the

power spectra density at that frequency. The cosine of
the inclination angle and the polarization angle for the
population of signals are distributed uniformly between
-1 and 1 and −π/4 and π/4, respectively. We note that
the normalized amplitude is the inverse of the sensitivity
depth that a search should reach in order to detect this
population of signals.

FIG. 4. Detection efficiency of the WeakSigN as a function
of fake signal normalized amplitude.

The WeakSigN does not perform as well on loud sig-
nals. Clusters from loud signals typically spread over
more than a single sub-image and present structures. The
network picks up parts of these structures as being small
clusters, which generates a higher rate of false alarms
around loud signals and disturbances. Perhaps more im-
portantly the network misses the general picture. We
show an example of this in Figure 5, where the network
does not even return a cluster that contains the signal
parameters.

IV. THE CASCADE-NETWORK

We investigate the combination of the LoudSigN and
the WeakSigN to efficiently detect signal clusters over

FIG. 5. Performance of WeakSigN (right image) and
LoudSigN (left image) on one loud signal cluster at frequency
of 459.035 Hz. The blue lines show the detection bound-
aries of the clusters found by the network and the red cross
shows the injection. Left image shows the signal cluster in
low-resolution image and the right image shows this cluster
in high-resolution image. The LoudSigN observed one region
contained the signal cluster while the WeakSigN detected 2
clusters for that.

a broad range of signal amplitudes. We re-train the
LoudSigN of [1] on the O2 data and we use it on the O2
data. We record the clusters identified by this network
and set the corresponding pixels to “empty” in the orig-
inal image. The resulting image is fed to the WeakSigN.
We record the clusters identified by the WeakSigN.

FIG. 6. Distribution of the normalized gravitational wave
amplitudes of the fake signals used to characterise the perfor-
mance of the cascade-network. The different colours shows
how the signal appeared in the search output, i.e. whether it
gave rise to a loud cluster or a weak cluster.

We characterize the performance of the cascade-
network on 1684 fake signals in the frequency range 40-
579 Hz and having a wide range of signal strengths, as
shown in Figure 6. We consider a signal detected when
the cluster contains at least a candidate from the signal.
It may happen that the first network identifies part of a
signal cluster, and the second network picks-up weaker
candidates. In this case the same injection is associated
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with a cluster in each network. Figure 7 shows the effi-
ciency in detecting the clusters associated to the injected
signal, as a function of the signal strength.

We find that all clusters with normalized signal am-
plitude of & 1/40 are detected and that the network
has a detection efficiency of more than 95% up to signal
strengths of ≈ 1/54. For weaker signals the new network
significantly contributes to the detection efficiency and
at ≈ 1/80 accounts for more than half of the detected
signals.

FIG. 7. Top: Detection efficiency of the cascade method net-
work. The distribution of each network is shown in different
colours.

We evaluate the uncertainty in signal parameters that
we’d assign to each candidate identified by the network.
We use the results from the fake signals studies as follows:
We find the candidate corresponding to the highest value
of the detection statistic in each signal cluster, and cal-
culate the distance to the actual signal parameters. If
more than a cluster exists associated with the same fake
signal, for the purposes of evaluating this distance, we
consider the cluster that is closest to the signal. Figure 8
shows the cumulative rate of candidates within a given
f, ḟ distance of the actual signal parameters. Our re-
sults indicate an uncertainty region of 4.5× 10−4 Hz and
6.8 × 10−11 Hz/s for cluster from the LoudSigN and of
6.5×10−4 Hz and 7.4×10−11 Hz/s for clusters identified
by the WeakSigN.

We evaluate the false alarm rate of the cascade-network
by running it on the Einstein@Home O2 result-set [16].
We randomly pick 1777 50-mHz frequency bands over
the entire search range and apply the cascade-network
to the results from these bands. The false alarm rate is
dominated by the LoudSigN and the WeakSigN shows a
negligible false alarm rate. As shown in Figure 10, the
false alarm rate of the cascade network is not constant in
frequency. The higher false alarm in the middle frequency
range stems from features in the result-set, which are

more visible in the middle-range bands.
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FIG. 8. Cumulative distribution of the distance between the
signal parameters and the parameters of the most significant
cluster candidate (the candidate with the highest detection
statistics value) recovered by the network. The top plot shows
the distance in frequency; the bottom plot the distance in
spin-down (right).

FIG. 9. Comparing the cascade-network with the deter-
ministic clustering method used in the analysis of the Ein-
stein@Home search results [16]. Our network shows a higher
detection efficiency for lower amplitude signals.
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Overall our cascade network generates half the false
alarms than the clustering method employed in the latest
Einstein@Home all-sky search on the same bands [16].

FIG. 10. False alarm rate versus signal frequency for our
network and for the clustering method used in [16].

V. CONCLUSION

In [1] we presented the first deep learning network
trained to identify signal clusters in the output of very
broad searches for continuous wave signals. That net-
work was aimed at large signals. In this paper we build
on this and design a second network that is capable of
identifying clusters from faint signals. We train and test
the network on the most recent results from an all-sky
Einstein@Home search of LIGO O2 data [16]. We show
that a cascade-architecture of these two networks can
identify clusters of continuous gravitational wave signal
candidates over a broad range of signal strengths.

The cascade-network shows an excellent performance,
with a detection efficiency of 92% above normalised signal
amplitudes of 1/60. This exceeds the performance of the
deterministic clustering method used in [16] which has
a detection efficiency of 83% in that amplitude range.
For weak signals – at normalised amplitudes of 1/80 –
our cascade-network maintains a detection efficiency of
& 80% whereas the deterministic clustering performance
drops to less than 50%. Figure 9 summarises the perfor-

mance comparison.
Over a broad frequency range the overall false alarm

rate of our cascade-network is half that of [16], albeit
with peaks up to four times larger than [16] between 250
Hz and 350 Hz. Since these false alarms are due to fea-
tures in the results-set, we are confident that a tweak
to the method to account with this peculiarity could be
implemented and it would reduce the false alarm rate in
this band.

The uncertainty in f and ḟ of our network is compet-
itive, being 1.68 and 1.25 times smaller than the uncer-
tainties of the clustering method used in [16].

As explained earlier on, each template is identified by
a sky location as well as a f and ḟ value. While we sim-
plified our clustering to f and ḟ , the question naturally
arises of how well the network identifies the sky position
of a signal. The uncertainty in the sky by LoudSigN
is ≈ half that of the deterministic clustering method;
but the sky-uncertainty of the WeakSigN is much larger
than that of the deterministic clustering method, in occa-
sions yielding seemingly unrelated sky positions. In this
respect the sky-localisation performance of the cascade
network falls short of optimal. A possible next step is to
design the single networks to work directly in 4D and to
consider not only the candidates’ detection statistic, but
also their local density.
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