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Economist’s Note
Do Machines Collude Better than Humans?
Hans-Theo Normann∗ and Martin Sternberg∗∗

I. Introduction
From self-driving cars to smart homes and robo-advisors:
Algorithms are on the rise. Not only consumers rely on
intelligent assistance systems. Companies also use algo-
rithms to automate their processes and pricing. A sig-
nificant part of the e-commerce sector is entirely built
on pricing algorithms. The Commission’s E-commerce
Sector Inquiry found that, as early as in 2016, over a
quarter of online retailers used software that adjusts its
prices automatically.1

This development has raised apprehensions about
algorithms’ impact on the dynamics of markets.2 Several
economists and legal scholars fear that pricing algo-
rithms may facilitate collusion. The OECD Competition
Committee’s round table on ‘Algorithms and Collusion’
concluded that ‘there is a clear risk that current changes
in market conditions may facilitate anticompetitive
strategies’.3 That is why, for several years, pricing algo-
rithms have been the talk of the town of the competition
law community.4 Academics and market authorities
alike look into the issue of algorithmic collusion. A
key question is: ‘How will competition officials respond
when [ . . . ] the executives no longer need to meet in
hotel rooms since their pricing algorithms [ . . . ] foster
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1 Commission Staff Working Document, ‘Final Report on the E-Commerce
Sector Inquiry’ COM (2017) 229 final, para 149.

2 Algorithms are able to process a wealth of market-relevant data and can
immediately react to any changes in their environment, see for example,
Zach Y. Brown and Alexander MacKay, ‘Competition in Pricing
Algorithms’ (2021) http://www.nber.org/papers/w28860; Jeanine
Miklós-Thal and Catherine Tucker, ‘Collusion by Algorithm: Does Better
Demand Prediction Facilitate Coordination Between Sellers?’ (2019) 65
Management Science 1455.

3 OECD, ‘Algorithms and Collusion: Competition Policy in the Digital Age’
(2017), p. 24 http://oecd.org/competition/algorithms-collusion-competi
tion-policy-in-the-digital-age.htm.

4 Christian Ritz and Lorenz Marx, ‘Digital Competition Policy on the Move:
Price Algorithms in the German Monopolies Commission’s
Spotlight—European Commission Launches Consultation Process’
(Hogan Lovells: Focus on Regulation, 11 July 2018) https://hlregulation.co
m/2018/07/11/digital-competition-policy-on-the-move-price-algori
thms-in-the-german-monopolies-commissions-spotlight-european-co
mmission-launches-consultation-process/.

Key Points
• The wide spread use of algorithmic pricing in dig-

ital markets has raised concerns about its collusive
potential.

• Various studies indicate a significant anticompeti-
tive potential of pricing algorithms.

• While simulations show that self-learning algo-
rithms achieve supracompetitive outcomes when
playing against themselves, recent research sug-
gests that complex learning algorithms may fail
to establish cooperative relationships in heteroge-
neous markets.

• In laboratory experiments where humans and
algorithms compete, we found that markets
involving an algorithmic player achieve signifi-
cantly higher cooperation. However, our results
also indicate a coordination problem when it
comes to adapting an algorithm.

classic tacit collusion and new forms of anticompetitive
conduct?’5 Indeed, some scholars see the need for a new
legal approach to algorithmic collusion.6

Other scholars are less concerned. Ulrich Schwalbe
claims that ‘algorithmic collusive behavior is not as likely
or even unavoidable as some legal scholars seem to
suspect’.7 Kai-Uwe Kühn and Steven Tadelis argue that
it would be hard for algorithms to coordinate without
communication.8 Nicolas Petit even polemicized that the

5 Ariel Ezrachi and Maurice E. Stucke, ‘Artificial Intelligence & Collusion:
When Computers Inhibit Competition’ (2017) 5 University of Illinois Law
Review 1775, 1809.

6 Zach Brown and Alexander MacKay, ‘Competition in Pricing Algorithms’
(2021) https://ssrn.com/abstract=3485024. Emilio Calvano et al.,
‘Protecting Consumers from high Prices due to AI’ (2020) 370 Science
1040; Joseph E. Harrington, ‘Developing Competition Law for Collusion
by Autonomous Artificial Agents’ (2019) 14 Journal of Competition Law
and Economics 331.

7 Ulrich Schwalbe, ‘Algorithms, Machine Learning, and Collusion’ (2018)
14 Journal of Competition Law and Economics 568, 599.

8 Kai-Uwe Kühn and Steven Tadelis, ‘The Economics of Algorithmic
Pricing: Is Collusion Really Inevitable?’ Unpublished.
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antitrust literature on artificial intelligence ‘is the closest
ever our field came to science-fiction’.9

We focus on two major issues. First, we assess whether
algorithms are capable to establish tacit collusion with-
out explicitly communicating. We analyse whether algo-
rithms interact with other algorithms or with humans.
Second, we discuss whether algorithms use or even create
language-like communication to improve cooperation,
more in the spirit of explicit collusion.

II. Tacit collusion
Do firms equipped with an algorithm set higher prices
by tacit agreement, either with other algorithms or with
human decision makers? We proceed here in three steps.
We first take a quick glance at how tacit collusion can
emerge in game theoretic models. In the light of these
theoretical results, we review how humans perform at col-
luding tacitly in lab experiments. We then review the pre-
vious literature on human–computer interaction. Third,
we report on a recent experiment explicitly studying tacit
collusion in hybrid human-algorithm markets.

A. Repeated-game theory and the human
benchmark for tacit collusion
Repeated-game theory suggests that tacit collusion with
higher prices is feasible. Typically, rational players inter-
act repeatedly in non-cooperative market environments.
Assuming coordination on a certain price or quantity,
the theory analyses the incentives to deviate from the
suggested equilibrium. Such deviations may be avoided
in an equilibrium where credible punishments are avail-
able and when the players’ weight on future profits is
sufficiently high.

What makes the interpretation of repeated-game the-
ory somewhat bland is that many, in fact infinitely many,
outcomes can be equilibria (so-called subgame perfect
Nash equilibria). Various folk theorems suggest that
almost any price level up to the joint profit-maximizing
price can be the outcome of a repeated-game equilibrium.
Symmetric and asymmetric outcomes can emerge, as can
efficient and inefficient outcomes.10 The abundance of
possible equilibria suggests that rational players face a
coordination problem. A collusive equilibrium seems
difficult to achieve without communication.

Tacit coordination would accordingly be a challenging
task for humans and algorithms alike. However, before

9 Nicolas Petit, ‘Antitrust and Artificial Intelligence: A Research Agenda’
(2017) 8 Journal of European Competition Law & Practice 361, 361.

10 Jean Tirole, The Theory of Industrial Organization (MIT Press, Cambridge
1988).

turning to algorithms again, we need to check how, or
to what extent, humans cooperate. Evidence from labo-
ratory experiments can serve nicely as a benchmark for
the level of tacit coordination humans is able to achieve.
Such experiments study repeated market games, often the
same that serve as stage games in theory papers. Human
subjects represent firms in the lab and earn the profit
their firms generate in cash at the end of the experiment.
The experimenter is in control of the market environment
and can isolate the relevant factors. Causal effects can be
proven via experimental treatment variations.

Therefore, what is the evidence on human tacit collu-
sion in experiments?11 Generally, some level of collusion
is observed in duopolies and occasionally within three-
firm markets.12 Typically, some groups manage to sustain
the joint profit maximum, whereas others fully compete.
On average, players probably do not take home more
than half of the full collusive gains. Larger groups with
four or five players do not manage to achieve collusive
outcomes.13 Symmetry of firms’ products and the costs of
production appear to be a facilitating factor.14 All in all, it
turns out that tacit collusion by humans is not a foregone
conclusion with the exception of duopolies, where some
level of cooperation is typically observed even without
any communication.

B. Algorithmic collusion
We now turn to the question posed in our title: Do
machines collude better than humans? Recent research
using Q-Learning reinforcement algorithms suggests the
answer is yes.

Emilio Calvano et al. show that, after an ‘off the job’
learning phase, algorithms manage to achieve supracom-
petitive prices in a duopoly with profits near the joint
maximum.15 In markets with three or four firms, the
outcomes are also above the competitive level. Likewise,

11 For an overview of experimental findings on tacit collusion, see Christoph
Engel, ‘Tacit Collusion: The Neglected Experimental Evidence’ (2015) 12
Journal of Empirical Legal Studies 537.

12 Niklas Horstmann et al., ‘Number Effects and Tacit Collusion in
Experimental Oligopolies’ (2018) 66 The Journal of Industrial Economics
650.

13 Steffen Huck et al., ‘Two are Few and Four Are Many: Number Effects in
Experimental Oligopolies’ (2004) 53 Journal of Economic Behavior and
Organization 435.

14 Christian Fischer and Hans-Theo Normann, ‘Collusion and Bargaining in
Asymmetric Cournot Duopoly—An Experiment’ (2019) 111 European
Economic Review 360; Miguel A. Fonseca and Hans-Theo Normann,
‘Mergers, Asymmetries and Collusion: Experimental Evidence’ (2008) 118
The Economic Journal 387.

15 Emilio Calvano et al., ‘Artificial Intelligence, Algorithmic Pricing, and
Collusion’ (2020) 110 American Economic Review 3267.
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the results of Ibrahim Abada and Xavier Lambin16 and
Timo Klein17 indicate that algorithmic collusion appears
to be feasible. Klein lets Q-learning algorithms compete
in a sequential competition, whereas Abada and Lambin
apply the same approach to a dynamic arbitrage problem.
Both simulations also find that the algorithms achieve
supracompetitive outcomes. Compared with the above
levels of collusion humans obtain in the lab, the algo-
rithms perform in a ‘super human’ way. These approaches
have been further extended recently.18

What is more, the reinforcement-learning algorithms
learn to play repeated-game strategies: If the researchers
trigger a deviation exogenously, the cheated-upon algo-
rithm lowers the price before both algorithms eventually
return to the collusive price level.19

An example of the impact of algorithms in the field
is Germany’s retail gasoline market. Stephanie Assad
et al. demonstrate that algorithmic pricing software has
become widespread since 2017.20 They show that in non-
monopoly markets, this has increased margins by 9%. In a
duopoly, where both firms employ such an algorithm, the
margin increased even by as much as 28%. Their results
suggest that the implementation of pricing algorithms
can have significant negative effects on competition.

A striking aspect of these results is that the algo-
rithms are typically not instructed to collude. Instead,
maximization of own profits is the goal. The algorithms

16 Ibrahim Abada and Xavier Lambin, ‘Artificial Intelligence: Can Seemingly
Collusive Outcomes Be Avoided?’ (2020) https://dx.doi.org/10.2139/
ssrn.3559308.

17 Timo Klein, ‘Autonomous Algorithmic Collusion: Q-Learning under
Sequential Pricing’ (2021) The RAND Journal of Economics
(forthcoming).

18 For example, Malte Jeschonneck (‘Collusion among Autonomous Pricing
Algorithms Utilizing Function Approximation Methods’ (2021) DICE
Discussion Paper No. 370) uses a linear function approximation and
eligibility traces, showing that the algorithms achieve collusive prices but
tend to be exploited in the short run. Matthias Hettich (‘Algorithmic
Collusion: Insights from Deep Learning’ (2021) https://dx.doi.o
rg/10.2139/ssrn.3785966) demonstrates a faster learning process for
collusion with Deep-Q Networks. Furthermore, Karsten T. Hansen et al.
(‘Frontiers: Algorithmic Collusion: Supra-Competitive Prices via
Independent Algorithms’ (2021) 40 Marketing Science 1) show in
real-time experiments that the long-run prices (collusive or not) depend
on the signal-to-noise ratio.

19 One of the first studies in this line of research is Ludo Waltman and Uzay
Kaymak, ‘Q-Learning Agents in a Cournot Oligopoly Model’ (2008) 32
Journal of Economic Dynamics and Control 3275. In this study of
quantity-setting oligopolies, algorithmic agents do achieve
supracompetitive outcomes. However, the algorithmic agents do not play
repeated-play strategies. Above-Nash outcomes also occur in one-shot
games (with so-called memoryless agents). But there can be no rational
cooperation in one-shot games because memoryless agents cannot punish
any deviations. The more appropriate interpretation would be that
algorithmic agents rather fail to learn to compete and not that they learn
to collude.

20 Stephanie Assad et al., ‘Algorithmic Pricing and Competition: Empirical
Evidence from the German Retail Gasoline Market’ (2020) CESifo
Working Paper No. 8521.

leave behind no trace of collusive intent. There are no
exchanges of communication of information, posing a
challenge for competition authorities. It would probably
be beyond the reach of the competition laws of most
jurisdictions to penalize such behaviour, even though
it does result in welfare losses.21

While the potentially harmful effects of such tacit col-
lusion among algorithms have been impressively demon-
strated, some question the likelihood of their occurrence.
One reason for scepticism is that, thus far, significant lev-
els of collusion have only been observed when algorithms
compete against identical or at least similar algorithms.
In the gasoline retail markets of Assad et al., the margin
increase of 28% per litre results only when both firms in
the duopoly adopt an algorithm. In markets where only
one firm (of two) adopts, no margin change occurs.

For the time being, the case of agent heterogeneity
(including human decision-makers) seems relevant.22 Le
Chen et al. conclude that the effects of algorithmic pricing
are not yet well understood, ‘especially in heterogeneous
markets that include competing algorithmic and non-
algorithmic sellers’.23 Assad et al. report that, by the end
of 2018, about one third of stations belonging to the five
largest brands in Germany and one quarter of non-brand
stations adopted an algorithm, strengthening the case for
player heterogeneity. Last but not least, Calvano et al.
likewise consider it necessary to extend the analysis to
scenarios of player heterogeneity.24 The transition from
algorithmic cooperation to human–machine cooperation
may not be not trivial.25

C. Human–machine interaction
The study of human–machine interaction is vast and
dates back decades. We focus here more narrowly on
whether algorithms manage to cooperate with humans.

Recent research suggests that self-learning algorithms
may fail to establish cooperative relationships with
humans. Jacob W. Crandal et al. focus on the development
and analysis of mechanisms that allow algorithms to
form collaborative relationships in various two-player
games.26 They find that learning algorithms outperform

21 For a legal analysis, see Joseph E. Harrington (2019), supra note 6.
22 See Commission Final Report on the E-Commerce Sector Inquiry

SWD(2017) 154 final.
23 Le Chen et al., ‘An Empirical Analysis of Algorithmic Pricing on Amazon

Marketplace’ (2016) WWW ‘16: Proceedings of the 25th International
Conference 1339, 1348.

24 Emilio Calvano et al., (2020), supra note 15, 3296.
25 Angeliki Lazaridou and Marco Baroni, ‘Emergent Multi-Agent

Communication in the Deep Learning Era’ (2020), p. 15 https://arxiv.o
rg/abs/2006.02419.

26 Jacob W. Crandall et al., ‘Cooperating with Machines’ (2018) 9 Nature
Communications 233.
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humans when they play against themselves, but they fail
to establish cooperative relationships when it comes to
human–machine interaction. Ho Chit Siu et al. develop
algorithms that had to play the card game Hanabi
together with humans.27 They also conclude that state-
of-the-art algorithms largely fail to convince human
subjects that they are better teammates. Micah Carroll
et al. show that self-learning algorithms that are able to
coordinate with themselves perform poorly when they
face human partners.28 This evidence raises scepticism
whether intelligent machines will facilitate collusion in
heterogeneous markets too soon.

In the light of these results, it seems worth pointing
out that the Competition and Markets Authority argues
that algorithms do not have to be highly complex to
facilitate collusion.29 Non-trivial, but ultimately simple
algorithmic mechanisms might be better suited to achieve
cooperation in a hybrid setting.30 This is in line with
Robert Axelrod’s early research on cooperation in the
prisoner’s dilemma, which suggests that strategies should
not be too complex to achieve cooperation.31 Having said
that, we note that an algorithm may be complex in terms
of a complicated and possibly non-transparent learning
mechanism, but its outcome (the strategy it eventually
plays) may be perfectly simple and hence understandable
for humans. The aforementioned research suggests that
the strategies that complex self-learning algorithms pro-
duce are apparently hitherto not sufficiently suitable for
cooperation with human players.

D. Hybrid collusion
Algorithms are impressively successful in detecting can-
cer or beating humans at chess or Go, but does this imply
that they are reliable cartel members? To learn more about
cooperation between humans and machines in a com-
petitive market environment, we designed a laboratory
experiment.32 Participants took the role of a firm in a
market and simply had to choose between two actions:

27 Ho Chit Siu et al., ‘Evaluation of Human-AI Teams for Learned and
Rule-Based Agents in Hanabi’ (2021), p. 10 https://arxiv.org/
pdf/2107.07630.

28 Micah Carroll et al., ‘On the Utility of Learning about Humans for
Human-AI Coordination’ (2019) https://arxiv.org/abs/1910.05789v2.

29 British Competition; Markets Authority, ‘Pricing Algorithms: Economic
Working Paper on the Use of Algorithms to Facilitate Collusion and
Personalised Pricing’ (2018), p. 30 https://assets.publishing.service.gov.uk/
government/uploads/system/uploads/attachment_data/file/746353/Algori
thms_econ_report.pdf.

30 See: Jacob W. Crandall et al., (2018), supra note 27.
31 Robert Axelrod, The Evolution of Cooperation, (Basic Books, New York

1984).
32 Hans-Theo Normann and Martin Sternberg, Human-Algorithm

Interaction: Algorithmic Pricing in Hybrid Laboratory Markets (2021)
MPI Collective Goods Discussion Paper No. 2021/11 https://dx.doi.o
rg/10.2139/ssrn.3840789.

‘high price’ or ‘low price’.33 We compared the degree of
tacit collusion in markets with three firms when exclu-
sively humans interact to the case when an algorithm
decides on behalf of one of the three firms in the market.
To control for expectations about algorithms, we did not
inform participants whether an algorithm was actually
present in the lab.34 Our algorithm deterministically
plays proportional tit-for-tat,35 a multi-player extension
of Axelrod’s tit-for-tat strategy. Tit-for-tat is a simple, but
successful, strategy; it is initially cooperative, forgiving,
but cannot be exploited. Groups of three players inter-
acted repeatedly over at least 20 periods, and these games
themselves were repeated three times. In other words,
subjects played three ‘supergames’, each with different,
randomly assigned group members.

We found that markets involving an algorithmic
player (labelled ‘2 humans/1 algorithm’ in Figure 1)
achieve significantly higher cooperation rates (the share
of ‘high’ prices) than markets where humans only
interact (labelled ‘3 humans’ in Figure 1). The algorithm
increasingly boosts collusive play with each repetition:
In the third supergame of the experiment, roughly
50% (tacit) collusion occurs in the groups involving an
algorithm, whereas collusive pricing in markets where
humans only interact was not even half as high. Put
differently, groups involving purely human groups only
achieve some moderate degree of supracompetitive
pricing, but the groups involving an algorithm perform
at a ‘super-human’ level of collusion.

While these results also confirm the anticompetitive
potential of algorithms for hybrid markets, this is not the
end of the story. We also ran markets with four players,
either as a ‘4 humans’ or as a ‘3 humans/1 algorithm’
treatments.36 Here, we found no significant differences.
That is, the competitive play of three humans is suffi-
cient to render the algorithm ineffective. In hybrid mar-
kets, presumably sufficiently many algorithms have to be
present in order to facilitate collusion in a given market
(which triggers the questions whether algorithm hetero-
geneity is an impediment to collusion).

33 The stage game underlying the experiment is an n-player prisoner’s
dilemma, framed as a market interaction. For more details regarding the
experimental Design, see Id., p. 5.

34 We non-deceptively told subjects that, in half of the experimental sessions,
one of the three players was an algorithm and, in the other half, there were
three humans. But participants did not know to which type of session they
were allocated.

35 Proportional tit-for-tat begins by cooperating and later cooperates with a
probability proportional to the number of co-operators in the previous.
See, e.g. Christian Hilbe et al., ‘Evolutionary Performance of
Zero-Determinant Strategies in Multiplayer Games’ (2015) 374 Journal of
Theoretical Biology 115.

36 In these experiments, we did inform participants whether or not an
algorithm was present.
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Figure 1. Results from Normann and Sternberg’s (2021) laboratory experiment showing how cooperation rates evolve over time (excluding initial and
end play) and supergames. The red line shows average cooperation rates when humans only interact, whereas the blue line represents the average when

one of the three firms delegates its decision to an algorithm. In both cases, participants do not know whether or not an algorithm is present.

Returning to the three-firm markets, we note an appar-
ently minor quibble that may somewhat dilute the success
story of algorithms in these experiments. Regarding the
firms’ profits, the higher level of collusion in markets
including an algorithm (unsurprisingly) raised profits for
all firms. In other words, all subjects (human and algorith-
mic players) earned more when an algorithm was present.
However, as the algorithm offers cooperation, it turns
out that those firms that actually employed the algorithm
earned significantly less profit than their human rivals
within those ‘2 humans/1 algorithm’ markets (Figure 2).
The profit differences may seem small compared with the
overall gain, but they do suggest a coordination problem:
No firm wants to be the first when it comes to the adoption
of an algorithm.

To sum up, our results are a first step to empirically
analyse the collusive effect of a simple deterministic algo-
rithm in a hybrid computer–human setting.37 Our data
indicate that the collusive effect of algorithms cannot be
taken for granted: the collusive effects occur only in mar-
kets with three firms, but not when four firms compete,
and those firms that employ the algorithm earn signifi-
cantly less than their rivals. If firms are willing to accept

37 Unpublished ongoing laboratory experiments by Tobias Werner in a
rather similar hybrid setting finds that humans often collude even with a
Q-learning algorithm; however, humans sometimes attempt to exploit the
algorithm’s strategy.

set-up costs, our data do indicate the anticompetitive
potential algorithms have, even when interacting with
humans.

III. Algorithmic communication
Communication is a crucial factor for the stability and
emergence of collusion amongst humans, and express
communication is typically the smoking gun in cartel
cases. It appears only natural to ask whether algorithms
may learn to communicate in order to achieve stable
collusion.38 Assuming algorithms are able to exchange
information and decode each other, Bruno Salcedo’s
theoretical work suggests that this enables monopolistic
profits.39 This, however, constitutes a major step:
Computer systems need a communication protocol to
exchange information with each other. The ‘shortcut’ of
plainly sharing a jointly agreed communication protocol
would very likely constitute a violation of antitrust law.
Therefore, the prerequisite for successful collusion would
be that algorithms learn to develop such a protocol
by themselves. Here, the difficulty lies in learning
to exchange information for purposes that are not

38 Ulrich Schwalbe, (2019) supra note 7, 600.
39 Bruno Salcedo, ‘Pricing Algorithms and Tacit Collusion’ (2015) http://bru

nosalcedo.com/docs/collusion.pdf.
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Figure 2. Results from Normann and Sternberg’s (2021) laboratory experiment showing how firms’ profits differ between human subjects and algorithms
in their third supergame. Profits are reported in percent of the joint profit maximum (100 per cent) where the Nash-equilibrium is normalized at zero.
The grey bar in the red area shows average profits when humans only interact, whereas bars the blue area shows the profits when one of the three firms
delegates its decision to an algorithm. Within the blue area, the black bar shows profits earned by an algorithmic player and the grey bar those of a human

player.

pre-specified, often with a variety of different autonomous
algorithms from different developers.40

Tatsuya Kasai et al. were among the first to develop
an algorithmic agent able to learn communication codes,
expressed by a sequence of 0–4 bits. When the algorithm
has one or more bits available as a signal, it outperformed
coordination compared with the case of no communi-
cation (zero bits).41 Jakob N. Foerster et al. investigate
agents developing various communication protocols.42

With three agents, all methods outperform the baseline
variant without communication. With four agents, this is
not the case for all methods. Other scholars likewise point
to successful communication between different algorith-
mic agents.43 The aforementioned study by Crandall et al.

40 Samuel Barrett et al., ‘Making Friends on the Fly: Cooperating with New
Teammates’ (2017) 242 Artificial Intelligence 132, 167.

41 Tatsuya Kasai et al., ‘Learning of Communication Codes in Multi-Agent
Reinforcement Learning Problem’ (2008) IEEE Conference on Soft
Computing in Industrial Applications 1.

42 Jakob N. Foerster et al., ‘Learning to Communicate with Deep Multi-Agent
Reinforcement Learning’ (2016) https://arxiv.org/abs/1605.06676.

43 For an overview, see Wei Du and Shifei Ding, ‘A Survey on Multi-Agent
Deep Reinforcement Learning: From the Perspective of Challenges and
Applications’ (2021) 54 Artificial Intelligence Review 3215.

also examines the impact of a learning algorithm when
the algorithm is able to generate cheap talk messages that
indicate its intentionality.44 The algorithm chooses from a
pre-determined set of messages which humans may also
find meaningful. The authors observe for different two-
player games up to 90 per cent coordinated outcomes
when the algorithm plays against itself (which is not the
case without communication). However, when playing
against a human, the level of cooperation is about as high
as that of two people.

Most of the papers on multi-agent communication
study communication when players’ incentives are largely
aligned, as in coordination games.45 Further research is
required to find out whether algorithms will be able to
learn to communicate with the aim of cooperating in a
competitive (dilemma-like) environment.

44 Jacob W. Crandall et al., (2018) supra note 27. In contrast, for a bargaining
setting (a repeated ultimatum-game variant), Kris Cao et al. show that
communication did not facilitate negotiations if algorithmic agents are
self-interested. Kris Cao et al., ‘Emergent Communication through
Negotiation’ (2018) https://arxiv.org/pdf/1804.03980.

45 Angeliki Lazaridou and Marco Baroni, (2020), supra note 26, pp. 14 and
17.
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IV. Conclusion
In recent years, economists, computer scientists, and legal
scholars have produced many new insights on pricing
algorithms. Algorithms may achieve significant levels
of tacit collusion, even if the algorithms have not been
explicitly instructed to do so. Simulations, field studies,
and theoretical approaches suggest that algorithms can
achieve collusion among themselves. Previous research
on human–machine interaction has indicated that these
results may not extend to markets where algorithms and
humans interact.

From this perspective, we report on a recent laboratory
experiment when human players interact with a simple
and deterministic algorithm. These results show that, in
hybrid three-firm markets with one algorithmic and two
human players, supracompetitive prices occur. What is

more, prices are also ‘super-human’. That is, prices are less
collusive when three humans interact. Having said that,
the experiments indicate that algorithmic collusion is not
a sure-fire success: Firms have to incur set-up costs when
switching to algorithmic pricing to facilitate tacit collu-
sion, and coordination failure may occur. Furthermore,
the share of human competitors appears to be crucial.

Regarding algorithmic communication between differ-
ent agents, further research is required to find out whether
algorithms will be able to learn to communicate on their
own. Altogether, the current findings do indicate signifi-
cant anticompetitive potential of pricing algorithms.

https://doi.org/10.1093/jeclap/lpab082
Advance Access Publication 27 November 2021
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