
References

From Manifolds to Thoughts

• Improving the understanding and the transparency of machine learning by having a solid understanding of the internal organization of the decision process  

• Improving the generalisability of the network, facilitating the transfer-learning from a generalizable core model to challenging tasks by taking inspiration from the brain 

• Creating more data and label-efficient algorithms

Significance of the research 
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Objectives:  

• To compare artificial and biological representations of a task.  

• To study if the networks can exploit the tasks’ common underlying 
latent geometry. 

Hypothesis: Biological brains have developed, through evolution, 
regularisation parameters that allow them to generalize better and learn 
faster. Understanding its geometrical properties and the differences with 
artificial representation could help us improve ML models. 

Figure: Comparison of a task representation. Neural Networks are 
trained on the same stimuli and stimulus-reward maps that the one 
presented to the experimental participants. Brain activity will be recorded 
using MEG. The high time resolution of this technique will enable us to 
extract the representations at the different stages of the information’s 
processing. Neural activity in artificial and biological networks will be 
projected onto a lower dimension space and their geometrical properties 
analyzed. Both representations will be compared using representational 
similarity analysis.  
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Conclusion 
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Objective: To analyze the manifold structure and dynamics during the 
learning of a complex sequential task.  
Hypothesis: the network performance is linked to some geometrical 
properties of its task’s representation. 

The network’s representation in the neural state space will be extracted for 
different tasks such as strategy development or image reconstruction. 
Geometrical properties (intrinsic dimensionality, curvature, smoothness..) will 
then be analyzed through the learning and compared between different 
network structures. 

Figure: Extraction of the Neural Manifold (Top): Hypothesis from [3]. 
Neural trajectories lie on a stable neural manifold specific to the behavior. 
(Bottom): Similarly to the recording of a monkey’s brain activity, hooks are 
placed in the neural network to record its nodal activity output. Neural 
trajectories from the different network layers are then projected onto a lower 
dimension using manifold learning.

Method: Manifold’s structure and dynamic in Atari Games 
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Introduction 

Advances in Machine Learning (ML) models have surpassed our ability to understand the inner “thinking process” that led to their results, leaving us with the same 
interrogations we ask to understand their biological counterpart, the brain. Here, the geometry of collective neural representations seems to be a crucial characteristic of 
information processing in both artificial and natural neural networks (NN). However, the dynamical aspect of these neural maps and the cognitive processes that operate on 
them are still largely unexplored.  

• The Brain and the ML model would act on the structure 
of the representation in hierarchical processing steps 

• The geometry of these manifolds is linked to 
fundamental properties such as:   
• generalization ability  
• few-shot learning  
• decodability of variables 

• Information about the sensory inputs and the task 
is represented as a set of activity patterns defined 
in the ”neural state space”. 

• According to the manifold hypothesis, this 
information can be represented in a lower-
dimensional subspace: the Neural Manifold.

Background  

In this Ph.D. we want to understand the structural and functional 
patterns underlying the computational mechanisms in Artificial 
Neural Networks, taking inspiration from neuroscience. 

More specifically we would like to have a better understanding of:  

• What are the underlying computational mechanisms of ML? 

• How do NNs learn and how do they extract meaning from the 
data? 

• Can we extract latent information from the data by looking at 
their representation?

Objectives
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