Evaluation of European regional reanalyses and downscalings for precipitation in the Alpine region

FRANCESCO A. ISOTTA¹, RAPHAELA VOGEL¹,² and CHRISTOPF FREI¹

¹Federal Office of Meteorology and Climatology MeteoSwiss, Zurich, Switzerland
²Now at Max Planck Institute for Meteorology, Hamburg, Germany

Abstract

Datasets of the observed weather and climate on a regular grid are an important requisite for environmental and climate change research. In this paper we evaluate several European-scale regional reanalyses, developed in the EU project EURO4M, and compare them to existing datasets popularly used in applications today. The evaluation focuses on precipitation in the region of the European Alps, which, due to the marked topographic imprints, poses a challenging test bed. Utilizing a set of statistical indicators, we examine how the datasets represent the spatial pattern, annual cycle, frequency distribution and interannual variations. The evaluated datasets encompass new model-based regional reanalyses (UKMO and HIRLAM) and downscaling datasets (MESAN and MESCAN), one global reanalysis (ERA-Interim), and three station-based interpolation datasets (E-Obs, CRU, GPCC). The reference (APGD) is a gridded interpolation derived from very dense rain-gauge observations.

The evaluation provides insight into the relative strengths and limitations of the various datasets and construction concepts. The new model-based regional reanalyses show richer spatial variations in the climatology of daily precipitation compared to the driving global reanalysis (ERA-Interim), and they correct for several unrealistic spatial features seen in global and continental interpolation datasets. But they also show biases, shifts in regional anomalies and inaccuracies in mountain-valley contrasts. Common to both regional reanalyses are overestimates of mean precipitation and wet day frequency, and an underestimate of the frequency of heavy precipitation. The 4DVar UKMO reanalysis shows a better space-time coherency with APGD compared to the 3DVar HIRLAM reanalysis. The accuracy of datasets that explicitly use rain-gauge observations (interpolation and downscaling) is found to be very heterogeneous, depending on the density of available station time series. In regions of high station density, downscaling procedures effectively correct for biases in the underlying reanalysis and reduce RMSE and SEEPS errors by a factor of 2 to 5. In areas where E-Obs and the downscaling datasets have similar input of station data the skill of the two methodologies is comparable. Interannual variations of monthly mean precipitation are highly correlated (> 0.9) with those of the reference for all European-scale datasets and even for meso-beta scale subregions. Our evaluations illustrate that the new regional reanalyses provide a valuable data resource also in a region with complex topography, but many applications will have to involve bias correction and downscaling procedures based on direct observations, ideally at high spatial resolution.

Keywords: evaluation, regional reanalyses, grid dataset, downscaling, Alpine region, daily precipitation, mesoscale

1 Introduction

Datasets that provide spatially comprehensive information of the observed weather and climate at the earth’s surface are a key input for modelling natural processes (e.g. MONETIEZ et al., 2001; ZAPPA, 2008; MACHGUTH et al., 2009), for planning tasks concerned with natural resources and natural hazards (e.g. GREMINGER, 2003; TVEITO et al., 2005; WEINGARTNER et al., 2007; HOLZKÄMPER et al., 2012), for the monitoring of climate variations of the past (e.g. BRUNETTI et al., 2006; AUER et al., 2007; SCHRIER et al., 2013) and for the study of potential impacts of future climate change (e.g. BLENK-

*Corresponding author: Francesco A. Isotta, Federal Office of Meteorology and Climatology MeteoSwiss, Operation Center 1, P.O. Box 257, 8058 Zurich-Airport, Switzerland, e-mail: francesco.isotta@alumni.ethz.ch

DOI 10.1127/metz/2014/0584 © 2014 The authors
Large improvements have been made in the volume of data accessible for these datasets (e.g. Klok and Klein Tank, 2008; Schneider et al., 2014), but the density of station series is partly still limited, and measuring conventions are heterogeneous. This compromises the effective resolution and regional consistency in these datasets, especially in areas of complex physiography (e.g. Hjmans et al., 2005; Hofstra et al., 2009). Also the highly variable density of stations prevents from using versatile interpolation methods, which exploit the observational data extensively where it is abundant.

Global reanalysis datasets such as those from the NOAA/NCEP (Saha et al., 2010), the ECMWF (Dee et al., 2011), NASA (Rienecker et al., 2011) and the JMA (Onogi et al., 2007) provide an alternative source of information on surface climate over decadal time scales. Data assimilation systems based on physico-dynamical models offer physically consistent information in space and time, sub-daily time resolution and a more comprehensive set of surface climate variables (including fluxes of energy and water that are not measured directly). Still, the spatial resolution of current global reanalyses limits their direct use in applications requiring high-resolution forcing data. Therefore, downscaling procedures have been pursued that enhance the resolution of global reanalyses regionally by either dynamical downscaling with regional climate models (e.g. Vidale et al., 2003; Suklitsch et al., 2008; Soares et al., 2012) or by combination with high-resolution surface observations through objective analysis (e.g. Janssen et al., 2007; Vidal et al., 2010).

More recently, techniques of regional model-based data assimilation are being pursued at climate time scales (e.g. Mesinger et al., 2006; Hahmann et al., 2010; Luhamaa et al., 2010). There is a high potential of these systems to represent mesoscale patterns and extreme events more accurately than the global reanalyses or downscaling procedures mentioned above. This is because advanced data assimilation techniques allow for the assimilation of observation types not integrated into global reanalyses, and because the much finer model resolutions allow better exploitation of observations where they are abundant.

Within the EU project EURO4M (European Reanalysis and Observations for Monitoring) the needs in high-resolution datasets for climate monitoring and environmental research were addressed specifically for the domain of Europe. For this purpose, the project has developed and brought together continental scale datasets from all the mentioned categories. In particular, existing climate datasets from interpolation of station data have been extended and improved, and new regional reanalyses were developed using regional model-based data assimilation.

The present study is part of EURO4M and aims at comparing and evaluating existing and new datasets from the above categories with regard to the representation of the daily precipitation climate in the region of the European Alps.Datasets of particular interest here are two new model-based mesoscale reanalyses based on, respectively, a 3DVar data assimilation with the HIRLAM model (Undén et al., 2002) and a 4DVar data assimilation with the UK Met Office North Atlantic and European model (Bush et al., 2006). Furthermore, two datasets will be examined that were derived by further downscaling the HIRLAM reanalysis with an objective analysis of high-resolution surface observations (MESAN and MESCAN, Hägmark et al., 2000). For comparison, our evaluation also includes the global reanalysis that was used to drive the regional reanalyses (ERA-Interim, Dee et al., 2011) as well as two global and one continental interpolation dataset (GPCC, Becker et al., 2013; CRU, Harris et al., 2014; E-Obs, Haylock et al., 2008).

The general purpose of this evaluation is to provide insight into the relative strengths and limitations of the various datasets in a region of complex topography. Specific consideration will be given to the meso-beta scale patterns and the statistics of daily precipitation, including the frequency of intense precipitation. These characteristics are essential for several applications of the new regional reanalyses and improvement over existing coarser resolution datasets may be expected particularly in these elements (e.g. Bukovsky and Karoly, 2007). The global datasets (ERA-Interim, GPCC, CRU) are included here primarily to illustrate the added value of the new reanalyses. Moreover, comparison of the downscaling procedures MESAN and MESCAl against the driving regional reanalysis (HIRLAM) will point to the added value of integrating additional surface observations in a posteriori downscaling. Interestingly, our study domain encompasses regions with many and regions with little additional observations used for downscaling, so that the benefit can be examined in its dependence on data density. Finally, our evaluation also examines the reproduction of intra-seasonal to interannual variations in order to assess the suitability of the datasets for climate monitoring. The various datasets span a range of spatial resolutions, from 50–80 km for the global datasets down to 5 km for the downscaling datasets. The present evaluation is conducted at three distinct resolutions (5, 22 and 55 kilometers), in order to ensure scale consistency and to portray the performance of the datasets over a range of spatial scales.

Our study region extends over a 1200 × 700 km² domain (2–17.5 °E, 43–49 °N) and comprises the entire mountain range of the European Alps, adjacent flatland and several smaller-scale hill ranges (see Figure 1). This is a challenging test area for regional reanalyses. Its precipitation climate is influenced by mid-latitude disturbances, local convection, the moisture source of the Mediterranean and several orographic dynamical phenomena (Schär et al., 1997). As a result, the region exhibits strong topographic imprints on precipitation and pronounced regional variations in the seasonal cycle and the distribution of heavy precipitation (see e.g. Isotta et al., 2014). Even though the present evaluation covers
only a small portion of the area, for which the evaluated datasets have been constructed (Europe), the results may give valuable insights into their potential and limitations, considering that complex physiography and short-range climate variations are met in many other parts of the continent.

Compared to other high-mountain areas, the Alpine region is one with particularly dense in-situ rain-gauge observations. This data resource is distributed between many different national and regional services. While only a limited portion of it was available for the construction of the evaluated datasets, this resource is extensively exploited in the Alpine Precipitation Grid Dataset (APGD, Isotta et al., 2014), the reference dataset used in this evaluation. APGD is a spatial interpolation derived from all available high-resolution networks of the Alpine countries, incorporates 5500 quality-controlled rain-gauge measurements on average per day and is constructed on a grid with 5 km spacing.

Both the Alpine region and earlier versions of APGD have been considered in several previous evaluation studies with observation datasets and numerical models. These show, for example, that many of the large-scale interpolation datasets lack mesoscale variations even at scales nominally resolved by the grid spacing (Rubel and Rudolf, 2001; Hofstra et al., 2009). Also, systematic underestimates in the frequency of intense precipitation were observed as a result of the smoothing inherent to interpolation with coarse station data (Hofstra et al., 2009; Turco et al., 2013). It seems that station density is the main factor for interpolation quality in this region, more decisive even than differences in the interpolation method (see also Hofstra et al., 2008). On the other hand, the evaluation of weather forecasting models and regional climate models in the Alps have also pointed to biases in the representation of the Alpine precipitation climate by mesoscale models (e.g. Cherubini et al., 2002; Suklitsch et al., 2008; Smiatek et al., 2009). These biases can vary between seasons and are connected to errors in the frequency distribution (e.g. Frei et al., 2003). It is possible that such model biases compromise the quality of a model-based reanalysis, unless they are corrected through data assimilation (e.g. Bukovsky and Karoly, 2007). It will be interesting to learn how these challenges affect the accuracy of current large-scale observation datasets in a direct comparison of both categories, interpolation datasets and regional reanalyses.

The outline of the paper is as follows. The evaluated datasets and the reference dataset are introduced in sections 2 and 3 respectively. Section 4 details the evaluation procedure. Section 5 describes and discusses the results in subsections devoted to the different aspects of the evaluation. Finally, the results are summarized in Section 6.

2 Evaluated datasets

The present evaluation examines eight different datasets from three different categories. Three datasets (GPCC, CRU and E-Obs) were generated by statistical interpolation of in-situ rain-gauge observations and will hereafter be denoted simply as interpolation datasets. The station data available over the Alpine region varies...
considerably between them, with CRU building on coarser coverage compared to GPCC and E-Obs. The second category encompasses three datasets produced by model-based data assimilation systems, one of which covers the globe (ERA-Interim) and two that are regional and cover Europe (HIRLAM and UKMO). These will be denoted as global and regional reanalyses in the following. The regional reanalyses are both driven by boundary conditions from ERA-Interim. As a third group we consider two datasets (MESAN and MESCAN) that were produced by downscaling a regional reanalysis and objective assimilation of additional rain-gauge observations. The HIRLAM reanalysis served as the common basis for these downscaling datasets. MESAN and MESCAN are methodologically very similar and use station data from the ECA&D archive (Klok and Klein Tank, 2008), which also serves as input for E-Obs. Over France and some other countries (outside the Alps), MESAN and MESCAN also use additional high-resolution rain-gauge data.

All the evaluated datasets extend over the European continent and North Africa or over the entire globe. Table 1 gives an overview of the main characteristics of the datasets, including spatial and temporal resolutions. Additional detail and references on each of the datasets is provided in the following subsections. For the present study, we simply use the section of these datasets over the Alpine region and for the period 1971–2008, as far as available.

### 2.1 Interpolation datasets

#### 2.1.1 E-Obs

The E-Obs dataset is a daily European land-only gridded dataset (Haylock et al., 2008) that was established in the ENSEMBLES project and was extended in EURO4M. Here we use version 7 on the 0.22 ° rotated pole grid, i.e. with a grid spacing of about 25 km over the Alps. E-Obs covers several surface climate variables, extends over the period 1950–2012 and is widely used for climate model evaluation and climate monitoring at European scale (e.g. Lenderink, 2010; Nikulin et al., 2011; Schrier et al., 2013). E-Obs builds on quality-controlled rain-gauge data of an updated and extended version of the European Climate Assessment Dataset ECA&D (Klok and Klein Tank, 2008). The precipitation data utilized is not corrected for measurement bias (Neff, 1977). The interpolation was done in a first step for the monthly precipitation totals with a three-dimensional thin-plate splines algorithm (Hutchinson, 1995), then for the daily proportions by a combination of indicator and ordinary kriging (Haylock et al., 2008). Hofstra et al. (2009) find E-Obs to have larger random

<table>
<thead>
<tr>
<th>Dataset</th>
<th>Resolution (approx.)</th>
<th>Period used</th>
<th>Method</th>
<th>References</th>
</tr>
</thead>
<tbody>
<tr>
<td>Interpolation dataset</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>APGD</td>
<td>5 km</td>
<td>daily</td>
<td>1989–2003, 2008</td>
<td>PRISM for means, modified SYMAP for anomalies</td>
</tr>
<tr>
<td>GPCC</td>
<td>55 km</td>
<td>monthly</td>
<td>1989–2003</td>
<td>SPHEREMAP</td>
</tr>
<tr>
<td>CRU</td>
<td>55 km</td>
<td>monthly</td>
<td>1989–2003</td>
<td>Thin-plate splines for means, triangulated linear interpolation for anomalies</td>
</tr>
<tr>
<td>Model-based reanalysis</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>HIRLAM</td>
<td>22 km</td>
<td>daily</td>
<td>1989–2003, 2008</td>
<td>3DVAR data assimilation</td>
</tr>
<tr>
<td>UKMO</td>
<td>12 km</td>
<td>daily</td>
<td>2008</td>
<td>4DVAR data assimilation</td>
</tr>
<tr>
<td>ERA-INT</td>
<td>75 km</td>
<td>daily</td>
<td>1989–2003, 2008</td>
<td>4DVAR data assimilation</td>
</tr>
<tr>
<td>Downscaling</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>MESCAN</td>
<td>5 km</td>
<td>daily</td>
<td>2008</td>
<td>Optimal interpolation</td>
</tr>
</tbody>
</table>
errors and biases in the region of the Alps than elsewhere, likely due to the sparse station database available (only about 350 rain-gauges) and larger precipitation variability in this region.

### 2.1.2 GPCC

The Global Precipitation Climatology Centre (GPCC, http://gpcc.dwd.de), operated by the German Meteorological Service (DWD), has established and regularly updates a suite of gridded precipitation datasets at monthly time resolution over global land areas (Becker et al., 2013). In this study, we use the Full Data Reanalysis V6, provided on a regular longitude-latitude grid with a spacing of 0.5° degrees, i.e. approximately 55 km. The dataset covers the full study period (1971–2008) considered here. Data sources for the GPCC dataset are various GTS and CLIMATE archives and additional data supplied bilaterally by national meteorological services (Schneider et al., 2014). A semi-automatic and source-specific quality control system is applied to the data before analysis (Schneider et al., 2014). To compensate for systematic measurement errors, GPCC has employed an adjustment to the interpolated monthly fields (Schneider et al., 2014). Data density over the Alpine region is comparable to that of E-Obs, except for Germany, where GPCC has access to the high-resolution rain-gauge data of DWD. The spatial interpolation for GPCC is accomplished with a spherical adaptation of Shepard’s angular distance weighting scheme (Shepard, 1984; Willmott et al., 1985).

### 2.1.3 CRU

This monthly gridded global land-only dataset constructed by the Climatic Research Unit (CRU, http://www.cru.uea.ac.uk) at the University of East Anglia aims at providing information on long-term climate variations at continental space scales since 1901 (Mitchell and Jones, 2005; Harris et al., 2014). In this study we use version CRU TS 3.20 for the period 1971–2008. The dataset is provided on a 0.5° longitude-latitude grid (approximately 55 km grid spacing). The spatial interpolation builds on a climatology (1961–1990) derived by three-dimensional thin-plate splines (Hutchinson, 1995; New et al., 1999) and a triangular linear interpolation of monthly anomalies (Harris et al., 2014). The number of stations integrated in CRU is smaller than in GPCC (see also Schneider et al., 2014). For Europe as a whole there are between about 1200 and 500 station anomalies at the beginning and end of our study period respectively (Harris et al., 2014) but the background climatology was estimated with a denser coverage (New et al., 1999). The CRU precipitation grids were calculated without correction for measurement bias.

### 2.2 Reanalysis datasets

#### 2.2.1 HIRLAM

The HIRLAM regional reanalysis is a model-based data assimilation produced by the Swedish Meteorological and Hydrological Institute using the hydrostatic limited-area model HIRLAM (Undén et al., 2002). For the purpose of this reanalysis the model is configured on a rotated-pole grid with 0.2° spacing (approximately 22 km) and with 60 vertical levels over the European continent. It is driven with lateral boundary conditions from the global reanalysis ERA-Interim (see below). The reanalysis adopts a three-dimensional variational data assimilation (3DVAR) in a six-hourly cycle (Gustafsson et al., 2001; Lindskog et al., 2001) with observations taken from the ECMWF MARS archive. The large-scale dynamics in the model interior are constrained to that of the driving global reanalysis by penalizing for large-scale vorticity differences (Dahlgren and Gustafsson, 2012). For this study, the six-hourly output was aggregated to daily precipitation totals consistent with the daily observation times in the Alpine region.

#### 2.2.2 UKMO

The regional reanalysis of the UK Met Office was newly developed in EURO4M, and data was only available from one year (2008) for this study (Renshaw et al., 2013). UKMO is a four-dimensional variational data assimilation (4DVAR) with the Met Office Unified Model (Bush et al., 2006), run at 0.11° resolution (approx. 12 km) and with 70 vertical levels, driven by ERA-Interim, in six-hourly cycles. The 4DVAR assimilation is run at 24 km. The model domain extends over all of Europe including the Mediterranean and parts of North Africa. In addition to observations assimilated into ERA-Interim (ECWMF MARS archive), the 4DVAR system also assimilates visibility and cloud fraction (Rawlins et al., 2007).

#### 2.2.3 ERA-Interim (ERA-INT)

The global reanalysis ERA-Interim of the European Centre for Medium-Range Weather Forecasts (ECMWF, www.ecmwf.int) is documented in Dee et al. (2011). It has a resolution of approximately 75 km (0.7°) and, hence, is the nominally coarsest of all datasets considered. ERA-Interim is based on a 12-hourly 4DVAR cycle. The dataset extends over the full period considered in this study. Clearly, we are not expecting ERA-Interim to reproduce meso-beta scale climate patterns in the Alpine region. It is still interesting to consider it here for illustrating the added value of higher resolution datasets. Evaluations of ERA-Interim (and its predecessor ERA-40) for precipitation and the hydrological cycle at larger space scales have been conducted, for example, by Zolina et al. (2004) and Lorenz and Kunstmann (2012).

### 2.3 Downscaling datasets

#### 2.3.1 MESAN

MESAN is an operational mesoscale analysis system of selected meteorological parameters developed...
at the Swedish Meteorological and Hydrological Institute (HÄGGMARK et al., 2000; JANSSON et al., 2007). It assimilates additional rain-gauge observations by optimal interpolation (OI, e.g. DAILY, 1991; KALNAY, 2003), using, as background, a downscaled version of the HIRLAM reanalysis on a 5 km grid and isotropic structure functions.

The analysis is performed at a three-hourly, six-hourly or daily time scale, depending on the type of observation, namely conventional rain-gauge observations as well as remote sensing data from radar and satellite. Daily precipitation totals were taken from the ECA&D archive (KLOK and KLEIN TANK, 2008, the same as for E-Obs) and from the high-resolution rain-gauge networks of France and Sweden. As a result, the observational input into MESAN was very heterogeneous over the Alps, with much higher station densities over France, Germany and Slovenia than elsewhere. For the present study, data from MESAN was available for the period 1989–2003 and for the year 2008.

2.3.2 MESCAN

MESCAN is the name given to the developments of the Méteo-France surface analysis system CANARI (TAILLEFER, 2002) during the EURO4M project. Like MESAN, MESCAN is based on the OI algorithm and both systems use the same observational datasets and downscaled HIRLAM reanalysis, but with different features of the host system, such as a different model orography, the usage of the observational data base (SAARIKEN, 2004), the selection of the observations and the spatial quality control. Moreover it has a modified statistical model with, among others, a different background error correlation function (structural function, implemented as in the Canadian precipitation analysis Project, MAHFOUF et al., 2007) and shorter correlation length compared to MESAN. For the present study, MESCAN data was available for one year (2008) only.

3 Reference dataset

The dataset used as reference in this evaluation is itself an interpolation dataset, derived by statistical interpolation of rain-gauge observations. In comparison to the evaluated datasets, the Alpine Precipitation Grid Dataset APGD (ISOTTA et al., 2014) is based on much denser in-situ data. It integrates data from all available national and regional high-resolution networks of the Alpine region (i.e. the domain depicted in Fig. 1), with more than 8500 time series in total and around 5500 observations on average per day over the period 1971–2008. The rain-gauge density varies between 0.4 and 1.4 stations per 100 km², with denser coverage over Austria, Germany, Slovenia and Switzerland and coarser coverage over Croatia and Italy (see Fig. 3 of ISOTTA et al., 2014). A large proportion of the stations dispose of long records.

APGD is a gridded analysis of Alpine daily precipitation on a 5-km grid (see Table 1). The spatial analysis was produced with a combination of PRISM (DALY et al., 1994 and 2002) for the long-term monthly mean (see also SCHWAB et al., 2001) and a modified version of SYMAP (SHEPARD, 1984; see also FREI and SCHÄR, 1998) for the relative daily deviations from climatology. All observations underwent extensive quality testing, manual and automatic, checking for coding problems and spatial consistency. APGD is an updated, improved and higher resolution version of a previous Alpine precipitation dataset (FREI and SCHÄR, 1998) that was used in various earlier evaluation studies (e.g. FREI et al., 2003; HOFSTRA et al., 2008; SUKLITSCH et al., 2008).

The APGD is used here as reference because of the amount of observational information integrated. But, like the other datasets, it is affected by errors and uncertainties (for a detailed discussion see Section 4 of ISOTTA et al., 2014). In particular, the following error sources shall be born in mind when interpreting the results of this evaluation: The rain-gauge data used here are subject to systematic errors due to the measurement undercatch (NEFF, 1977; YANG et al., 1999). This is not corrected for and it likely results in an underestimate of true precipitation by APGD. SEVUK (1985) and RICHTER (1995) estimate the systematic measurement error in the Alps to range from about 7 % (5 %) over the flatland regions in winter (summer) to 30 % (10 %) above 1500 m MSL in winter (summer). Note that all other interpolation and downscaling datasets considered in this study, except GPCC, are affected by measurement biases too. The interpolation method used in APGD is designed to estimate an area average precipitation value in the neighbourhood of the grid points. In general this estimation also involves measurements outside the pixels of the underlying grid and, hence, the spatial precipitation fields of APGD represent area averages of a larger domain than the nominal 5-km grid pixels. The fine grid spacing is of advantage for climatological mean fields where topographic effects on the distribution are eminent and can be estimated using physiographic predictors (SCHWAB, 2000). But for daily precipitation fields the effective resolution of APGD is coarser than the grid spacing, in the order of 10–20 km (typical inter-station distance). It can be even larger in areas with coarser networks such as in Northern Italy (ISOTTA et al., 2014). As a result, there is a tendency for APGD to overestimate low quantiles of daily precipitation (and the frequency of wet days), and to underestimate high quantiles (and the frequency of intense precipitation), compared to an analysis with a true 5-km resolution. The magnitude of bias from this resolution mismatch is difficult to estimate, but an upper limit can be estimated when grid-point estimates are compared against independent point measurements. ISOTTA et al. (2014) conducted such a cross-validation and found that biases at high quantiles are about 8 % in data dense regions and about 20 % in a region with very coarse station coverage. At low quantiles the bias
is small (a few percent) and only evident in summer. Clearly, these numbers are upper limits for the 5-km resolution and the effect is likely negligible when aggregating APGD up to a resolution of 22 km or larger.

4 Evaluation procedure

4.1 Parameters, scores and domains

The main focus of the present evaluation is on statistics of daily precipitation and their meso-beta scale patterns. To this end, we have calculated and compared a large number of the precipitation indices proposed by the ETCCDI (Klein Tank et al., 2009). For simplicity we present and discuss a selection only. The choice is made to convey the most characteristic features of and differences between the datasets.

The statistics to be presented include mean annual precipitation, the frequency of wet days and the 95% quantile of daily precipitation. A threshold of 1 mm was chosen to separate dry and wet days. Furthermore, a large number of empirical quantiles were estimated to describe the frequency distribution of daily precipitation. For this purpose, the daily grid-point values within pre-defined sub-domains were pooled. Finally, we compare time series of monthly precipitation anomalies from the long-term mean in order to investigate the reproduction of intra-seasonal to inter-annual variations, and, hence, to assess the reliability of the datasets for climate monitoring. Some elements of this evaluation will be undertaken with a subset of the datasets only, because of limited time resolution or temporal extent in some of the datasets.

Where meaningful, we summarize the correspondence between evaluated datasets and reference by quantitative scores. For this purpose, we choose the conventional root-mean-square error (RMSE) and the Stable Equitable Error in Probability Space (SEEPS, Rodwell et al., 2010). SNEPS is a three-category score that represents conditions with both high elevations and plains, typical when considering catchment mean precipitation.

4.2 Evaluation at different spatial resolutions

Statistics of daily precipitation are sensitive to spatial resolution (e.g. Mearns et al., 1995; Osborn and Hulme, 1997; Tustison et al., 2001; Frei et al., 2003). To avoid inconsistencies we compare datasets with different original resolutions only after rescaling them to the same resolution and onto a common grid. Three different resolutions will be considered, at 0.5° (~55 km), 0.2° (~22 km) and 0.05° (~5 km), using the grid structures of GPCC (longitude-latitude grid), HIRLAM and MESAN (rotated pole grids), respectively, as common grids. In most cases, the rescaling is done from higher to coarser resolution. This upscaling is carried out with the original daily fields by averaging, day-by-day, over all grid points of the fine resolution contained in a grid pixel of the coarser resolution grid. In some cases, it will be interesting to compare datasets at fine resolution, when a coarse resolution dataset is crudely downscaled. This was done with a simple nearest neighbor interpolation, which was also adopted to re-grid the APGD dataset (originally developed on an ETRS kilometer grid) onto the 5 km rotated pole grid used for dataset comparisons (i.e. the MESAN grid coordinate system).

The daily precipitation statistics are calculated finally from the rescaled datasets on the standard grids. As a result, fields of the wet-day frequency, for example, are available on three different grids for the high-resolution datasets MESAN, MESCAN and APGD, and an informative evaluation of the wet-day frequency in HIRLAM (22 km) is made by comparison with the frequency determined from the upscaled APGD.

We have briefly tested the sensitivity of the correspondence scores (RMSE and SNEPS) upon the re-gridding of the daily fields from MESCAN and APGD onto the MESAN grid, used as the standard at high resolution. To this end, we calculated the scores in three different versions, using, in turn, the three native grid structures as common grid. The results for RMSE are shown in Table 2. Estimates of RMSE differ typically by 5% or less between the different grids. The largest differences are found in regions SE-Massif Central (SEMC) and Ticino, regions with particularly strong precipitation gradients (see later). Nevertheless, the uncertainties in RMSE arising from the re-gridding seem to be clearly smaller than the variations of RMSE between regions and between datasets. Similar results were found for SNEPS. We conclude that the re-gridding does not seriously affect the results of our evaluation.
results. The European datasets at 22-km resolution (Figure 2, middle column) reveal more pronounced spatial variations and much larger peak values, compared to the global datasets. The regional reanalyses (HIRLAM and UKMO) clearly capture the characteristic mesoscale pattern, with moist anomalies along the rims, separated by dryer conditions in the interior. Also, anomalies associated with details of the topography can be well discerned and UKMO reproduces the location of the two prominent moist anomalies (Ticino and Julian Alps) particularly well. However, both reanalyses tend to overestimate mean precipitation. HIRLAM also overestimates precipitation contrasts (see e.g. Jura, Vosges, Black Forest), whereas UKMO has a more widespread overestimate also over flatland (see e.g. Po valley, Southern Germany). These overestimates seem to be larger than the expected underestimate in APGD due to measurement bias (see Section 3). Visually there is an impression

### Table 2: Root mean square error of daily precipitation (mm per day) for MESAN (upper rows) and MESCAN (bottom rows) when compared to APGD (year 2008 only, 5 km resolution). Results are averages over sub-regions (see Figure 1) and were calculated when using the APGD, MESAN and MESCAN grids as a common standard respectively. SEMC: SE-Massif Central.

<table>
<thead>
<tr>
<th>Dataset</th>
<th>Grid</th>
<th>Alps</th>
<th>SEMC</th>
<th>Ticino</th>
<th>Bavaria</th>
<th>Aare</th>
</tr>
</thead>
<tbody>
<tr>
<td>APGD</td>
<td>MESAN</td>
<td>4.00</td>
<td>4.66</td>
<td>8.27</td>
<td>1.74</td>
<td>3.54</td>
</tr>
<tr>
<td>MESAN</td>
<td>MESAN</td>
<td>4.00</td>
<td>4.46</td>
<td>8.14</td>
<td>1.73</td>
<td>3.58</td>
</tr>
<tr>
<td>MESCAN</td>
<td>MESAN</td>
<td>4.00</td>
<td>4.97</td>
<td>8.35</td>
<td>1.76</td>
<td>3.55</td>
</tr>
<tr>
<td>APGD</td>
<td>MESCAN</td>
<td>3.93</td>
<td>2.67</td>
<td>6.94</td>
<td>1.58</td>
<td>3.29</td>
</tr>
<tr>
<td>MESAN</td>
<td>MESAN</td>
<td>3.94</td>
<td>2.59</td>
<td>6.94</td>
<td>1.59</td>
<td>3.32</td>
</tr>
<tr>
<td>MESCAN</td>
<td>MESCAN</td>
<td>3.89</td>
<td>2.72</td>
<td>6.98</td>
<td>1.62</td>
<td>3.30</td>
</tr>
</tbody>
</table>

### 5 Results

This section presents and discusses results of our evaluation both by visual comparison and quantitative analysis. We begin by comparing mean precipitation, its annual cycle, and selected statistics of daily precipitation (wet-day frequency, 95 % quantile, Section 5.1), proceed to the distribution functions of daily precipitation (Section 5.2) and compare results for a particular case of heavy precipitation (Section 5.3). Section 5.4 discusses scores of the correspondence between the datasets for daily precipitation. Finally, the ability of the datasets to reproduce the intra-seasonal to inter-annual variations is examined in Section 5.5. Our description makes use of geographical notions for which the reader is referred to Figure 1.

The APGD dataset will serve as reference but in our interpretations we take into account that this dataset itself has errors and uncertainties (see previously Section 3). Where meaningful, results will be discussed for several resolutions (out of 5 km, 22 km and 50 km) and always ensuring consistency in spatial resolution between evaluated and reference datasets (see Section 4).

The time period considered is partly constrained by the limited temporal coverage in some of the evaluated datasets. Therefore, apart from a long reference period (15 years 1989–2003), some of our analyses will be conducted for a single year only (2008), for which all datasets are available. Tests revealed that the pattern of the considered statistical parameters, as well as the characteristic differences between the datasets are fairly robust between the single-year and multi-year periods. Despite the limited temporal coverage in some of our analyses, the results can be considered representative of the climatological behaviour of the datasets.

#### 5.1 Mean precipitation and daily precipitation statistics

##### 5.1.1 Mean precipitation

Figure 2 depicts mean annual precipitation at all three resolutions. The results provide a first overview of all datasets considered in this evaluation. The reference period differs between the left-hand column (1989–2003) and the remaining columns (2008), to ensure maximum comparability for datasets with limited temporal coverage. The reference dataset (APGD) is shown at all three resolutions (first row). Not surprisingly, the two versions at coarser resolution reproduce smooth versions of the distribution with much smaller peak values and less prominent mesoscale patterns, notably for the dry inner-Alpine conditions, the wet anomalies along the southern rim of the Alps, the anomalies associated with the smaller-scale hill ranges (Black Forest, Vosges).

The three global datasets (ERA-INT, GPCC and CRU) reveal quite different representations of annual mean precipitation in the Alps. Patterns range from a smooth moist anomaly (ERA-INT) over a pronounced regional moist maximum (CRU) to a structured distribution with mesoscale anomalies (GPCC). GPCC reproduces the characteristic distribution of APGD most accurately, with signatures of the moist anomaly extending along the northern rim of the Alps, two regional anomalies along the southern rim, dryness in the interior of the ridge and patterns associated with the Massif Central and the small-scale hill ranges (Vosges, Black Forest).

Some discrepancies to APGD are found in the Apennine mountains, south-eastern France and for the spatial extent of the inner-Alpine dry anomaly (Trentino in Northern Italy). ERA-INT and CRU miss out many of these mesoscale patterns. While ERA-INT tends to underestimate domain mean precipitation, CRU exaggerates the magnitude of the Alpine precipitation anomaly. It is to be noted that the resolution of ERA-INT (75 km) is coarser than the 55-km reference considered here (panel a) and that the topography of the underlying global model may be even coarser, which may explain some of the discrepancies. As regards CRU, a possible explanation is that the three-dimensional spline interpolation used for the background climatology overestimates the height dependence of precipitation and produced maximum precipitation in the region of maximum elevation (HUTCHINSON, 1995; NEW et al., 1999).

The European datasets at 22-km resolution (Figure 2, middle column) reveal more pronounced spatial variations and much larger peak values, compared to the global datasets. The regional reanalyses (HIRLAM and UKMO) clearly capture the characteristic mesoscale pattern, with moist anomalies along the rims, separated by dryer conditions in the interior. Also, anomalies associated with details of the topography can be well discerned and UKMO reproduces the location of the two prominent moist anomalies (Ticino and Julian Alps) particularly well. However, both reanalyses tend to overestimate mean precipitation. HIRLAM also overestimates precipitation contrasts (see e.g. Jura, Vosges, Black Forest), whereas UKMO has a more widespread overestimate also over flatland (see e.g. Po valley, Southern Germany). These overestimates seem to be larger than the expected underestimate in APGD due to measurement bias (see Section 3). Visually there is an impression...
that UKMO is considerably smoother than APGD (and HIRLAM) at the 22-km resolution. This is not merely an artefact of the rescaling. The distribution on the native UKMO grid (12 km resolution, not shown) leaves a similar impression. A smoother model topography and the reduced resolution of the 4DVAR data assimilation may be reasons for this (see Section 2).

E-Obs captures certain elements of the mesoscale Alpine precipitation pattern (e.g. the moist anomaly in the Julian Alps) but it lacks several of the characteristic anomalies, including for example the northern moist anomaly and the pattern at the Massif Central. Over the western Alps, precipitation anomalies are placed at maximum elevations, which may have similar reasons like for CRU, given the methodological similarities in the interpolation of the climatology (see Section 2). It is interesting to note that E-Obs compares much better with APGD in Germany and Slovenia, where the stations used are much denser, while major discrepancies to APGD go along with regions of poor station coverage (e.g. in France and Austria, see http://eca.knmi.nl/).

Mean annual precipitation for the datasets with highest resolution (MESAN and MESCAN, 5 km) are depicted in the right-hand column of Figure 2. The 5-km version of HIRLAM (obtained by nearest-neighbor downscaling, see Section 4) is included for comparison. The large resolution step from 22 to 5 kilometers reveals a further structuring of the pattern. Both downscaling datasets show precipitation anomalies associated with individual mountain massifs. Compared to HIRLAM, which provided the background to these OI systems, there is a generally better correspondence with APGD. Notably the overestimate by HIRLAM is substantially reduced. However, the degree of adjustment varies regionally. In France, MESAN and MESCAN show a spatially refined pattern, which is in close agreement with APGD, except for a somewhat smoother appearance. The agreement is not too surprising considering that the high-resolution station data available here contributes a bulk of added information. However, in Switzerland, MESAN and MESCAN largely replicate the spatial distribution of HIRLAM without adding

---

Figure 2: Mean annual precipitation (mm per year). Left column: 55-km resolution for the period 1989–2003. a) APGD; b) ERA-INT; c) GPCC; d) CRU. Middle column: 22-km resolution for the year 2008. e) APGD; f) E-Obs; g) HIRLAM; h) UKMO. Right column: 5-km grid resolution for the year 2008. i) APGD; j) HIRLAM; k) MESAN; l) MESCAN.
more detail (except for the correction of bias). Like in HIRLAM, the precipitation contrasts in the Aare catchment are overemphasized and the dryness of the Valais and upper Inn valleys are too broad. A similar lack in small-scale variability is found for Northern Italy. It seems that the coarse station network available in these regions has limited the ability of the downscaling methods to correct for errors in the background field and to compensate for the lack of spatial resolution. Between the two downscaling datasets the results are very similar. Differences can be noted over the Apennines and the Massif Central.

More insight into how the various datasets represent mean precipitation is provided in Figure 3, which depicts the annual cycle averaged over the Alps and over three subdomains. The comparison is restricted to datasets with a multi-year coverage. Generally, the main features are well captured by all datasets. Notably, they reproduce the distinct courses with a summer (convective) maximum at the northern Alpine rim (Bavaria) and two seasonal maxima (spring and autumn) in the southern regions (SE-Massif Central and Ticino). The underestimation by E-Obs and ERA-INT is evident in all domains (except Bavaria) and around the year. In E-Obs, the underestimation is particularly large at the southern rim (Fig. 3c) and relates to the poor representation of the prominent mesoscale anomalies there (see also Figure 2). In ERA-INT the underestimates are of comparable magnitude throughout the year. GPCC follows the annual cycle of the reference closely but underestimates its amplitude along the southern rim (Fig. 3c). The overestimate by HIRLAM is particularly from winter, spring and summer. In Ticino, this dataset (as well as CRU and ERA-INT) misses the intermediate reduction of mean precipitation in summer. Finally, the MESAN downscaling dataset reproduces the annual cycle very well and, hence, has corrected for much of the overestimates in HIRLAM. In Ticino, however, MESAN also underestimates the amplitude of the seasonal variation.

5.1.2 Wet-day frequency

In the Alpine region wet days are more frequent over the ridge and over the northern and western foreland of the Alps in Germany and France (APGD, Figure 4a). Along the French Mediterranean coast, the Po Valley and Eastern Austria the frequency is only about half that over the ridge. Lower frequencies are also found in interior parts of the Alps. This general pattern is qualitatively evident in all evaluated datasets, but with considerable quantitative discrepancies and mismatches in spatial detail.

E-Obs has a very smooth distribution with several of the topography-related patterns missing or misplaced. Over France, where the interpolation has to bridge large distances between stations, wet-day frequency is generally overestimated.
The two regional reanalyses (HIRLAM and UKMO) overestimate the frequency of wet days considerably over the entire domain. A similar overestimate with even larger frequencies was found for ERA-INT (not shown). In terms of spatial distribution, UKMO agrees well with APGD but has a much smoother variation than would be expected at this resolution. On the other hand, HIRLAM overestimates spatial variability, notably the contrasts between high and low elevations. These main spatial characteristics of the two regional reanalysis were found similarly for mean precipitation (Section 5.1.a).

MESAN and MESCAN (Fig. 4e, f) clearly benefit from the analysis of additional rain-gauge observations. Frequency and distribution of wet days are very different from HIRLAM that has served as background. Particularly good correspondence with the pattern of APGD is found over France, Germany and Slovenia, where a dense station network was available for downscaling. Residual signals from HIRLAM are, however, clearly discernable in other regions, notably in Northern Italy, where MESAN and MESCAN overestimate and misplace the gradient between Po valley and the Southern Alpine rim.

A similar analysis for individual seasons (not shown) reveals that the characteristic discrepancies of all evaluation datasets are similar in all seasons. Quantitatively, the overestimate in wet day frequency by the regional reanalysis HIRLAM is particularly large in spring and summer, the more convective seasons. A similar result is found for UKMO, however, this comparison may be less robust due to only one year of available data. As regards E-Obs, the overestimation in the Alps is much stronger in the winter half-year.

5.1.3 95 % quantile

A reliable reproduction of the occurrence of intense and heavy precipitation is crucial in many applications of climate datasets. Here we investigate this element in terms of the 95 % quantile, i.e. the daily precipitation amount that is exceeded on average every 20 days. The quantiles were determined grid-point by grid-point and, hence, are representative of intense area-average precipitation (not point values). Consistency in spatial scale is established by upscaling higher resolution datasets (Section 4). Results from the 22-km versions of the datasets and for year 2008 are depicted in Figure 5. The distribution in APGD (Fig. 5a) is very similar to that in a long-term climatology (see Isotta et al., 2014). Large values are found along the northern and southern Alpine rim, particularly in two regions to the south (Ticino and Julian Alps) that are well known for experiencing heavy precipitation frequently. The south-eastern slopes of the Massif Central and the Ligurian coast (Apennines) are also affected frequently.

Signatures of this characteristic pattern are evident in all datasets. The prominent anomalies along the southern rim and many other small-scale anomalies (Jura, Vosges and Black Forest), all of which are missed by the coarser resolution ERA-INT (not shown), are clearly evident in the regional reanalyses (HIRLAM, UKMO) and in the downscaling datasets (MESAN and MESCAN). Discrepancies to APGD are mostly with regard to the exact location (e.g. Ticino and Julian Alps anomalies shifted in HIRLAM), the spatial extent (anomalies in UKMO are broader) and relative amplitude (Massif Central in UKMO) of the anomalies. The downscaling datasets (MESAN and MESCAN) add spatial information over France and correct for the overestimate of HIRLAM over Southern Germany. However, the Ticino anomaly is excessively reduced and, particularly in MESAN, the quantile is distinctly underestimated there.

E-Obs shows more substantial differences to APGD than the regional reanalysis and downscaling datasets. Several of the mesoscale anomalies are missing and there is a tendency for underestimates generally over the domain. These discrepancies resemble those of mean precipitation (see Fig. 2) and may be similarly inter-
interpreted as a consequence of the coarse station network, the attendant smoothing and the exaggeration of height gradients by the interpolation method.

A similar analysis for the four seasons (not shown) reveals that major features of the seasonal variation in heavy precipitation (high quantiles in autumn, low quantiles in winter) are found in all datasets. HIRLAM also reproduces main characteristics of the seasonal variation in the mesoscale pattern. In the one-year dataset available for UKMO there is a sign of substantial overestimation in autumn over Italy, but this comparison is uncertain given the short data series and high quantile considered. E-Obs underestimates the 95% quantiles along the southern rim in all seasons, but particularly so in autumn and spring.

5.2 Distribution function

The frequency distribution of daily precipitation offers further insight into the error structure of the various datasets. Figure 6 depicts these distributions for several subdomains of the Alps by pooling the correspond-
ing grid points (see Figure 1). Comparability between the various datasets is established by upscaling higher-resolution datasets to the 22-km standard grid before calculating the distributions (see Section 4). The results for ERA-INT are not strictly comparable (because of coarser resolution) but are added for comparison.

There are marked differences in the frequency distribution between the domains owing to the spatial variation in precipitation intensity. For example, the regions Ticino and SE-Massif Central exhibit distributions with much longer tails (note the different scales between the panels). All regional datasets reproduce these characteristic differences between subdomains, corroborating the finding of the previous subsection that major spatial variations in precipitation intensity in the Alps are captured.

A discrepancy common to many of the datasets is the tendency to overestimate the frequency of light and underestimate that of heavy precipitation (see e.g. panels a and b). The overestimate at small thresholds is particularly marked for the model-based regional reanalyses (HIRLAM and UKMO). This is not merely the result of too frequent drizzle; the overestimate is still evident at moderate precipitation thresholds. This bias is related to the overestimate of mean precipitation and wet-day frequency in these datasets (see Figure 2 and 3). On the other hand, the underestimation of high intensities is visible in all the dataset types. E-Obs underestimates the frequency after about 10 mm distinctly (note the log scale) and in all domains. In SE-Massif Central the frequency decrease is even steeper than that for the coarser resolution ERA-INT. An obvious explanation for this is the smoothing involved with the interpolation in data poor regions.

Underestimates of the frequency of intense events are also found for the downscaling datasets (MESAN more so than MESCAN, see panels b, e and f). In some domains this underestimation is even more substantial than in HIRLAM (panel c, f). This has similar reasons like in E-Obs, because the underestimation is strongly reduced in region SE-Massif Central where these datasets build on high-resolution station data. The result that MESCAN has a generally more long-tailed frequency distribution than MESAN, despite similar input data, may be attributable to a different form and the assumption of a shorter length scale in the structure function for background errors (35 km in MESCAN versus 240 km in MESAN), and, hence, more local corrections and less smoothing.

The UKMO regional reanalysis shows the best correspondence in the frequency of intense precipitation with APGD. Clear underestimates are present in one domain only (panel d), while there is a tendency for overestimates in others (panel f). This result is somewhat counterintuitive with the generally smoother spatial patterns (see Fig. 1, 2, 3). It seems that the lack in spatial variability in this reanalysis does not go along with a reduction of peak values.

5.3 Case study of an extreme precipitation event

To illustrate the degree of correspondence between the various observation datasets we briefly illustrate precipitation distributions for a particular case of heavy precipitation (Figure 7). The case consisted of two episodes (11–17 and 20–22 May 1999) with intense and enduring rainfall, succeeding shortly one after the other. The first – a quasi-stationary frontal system – affected parts of the northern Alpine rim and adjacent foreland regions in Switzerland, Austria and Southern Germany (Fig. 7a). The second – moist Mediterranean air masses lifted over a blocked cold-air layer – was even more intense and slightly shifted eastwards (Fig. 7e). In combination with rapid snowmelt, the two rainfall episodes caused flooding and costly damages particularly in eastern Switzerland, but also in Germany and Austria (Bundesamt für Wasser und Geologie, 2000).

The variations between datasets are quite different in the two episodes. In the first case, location and intensity of the precipitation peaks differ considerably. HIRLAM misses the core of the heavy precipitation system entirely. MESAN partly corrects for this, but the seven-day total is still underestimated by more than 30%. In this episode, E-Obs shows the best correspondence with APGD. It correctly positions the peak intensity, however, again underestimates the totals. For the second period, the estimated fields are surprisingly similar. Still, the three evaluated datasets underestimate the peak intensity. In this case HIRLAM shows the best agreement with APGD. The 22-km version of MESAN, however, shows a clear underestimate of the peak intensity.

The depicted cases summarize impressions that we gained from a visual comparison of the studied datasets for a series of heavy precipitation cases in the Alps. Namely, that the accuracy of one single dataset can vary considerably from case to case and that a statistical assessment, such as that of the present study, may or may not be representative of the relative accuracy of datasets in a particular case.

5.4 Scores

Results from a quantitative comparison of daily precipitation in the evaluated datasets against APGD are shown in Figure 8 and 9. Figure 8 depicts the spatial distribution of root mean square error (RMSE, mm per day) and the Stable Equitable Error in Probability Space (SEEPS, Rodwell et al., 2010, dimensionless). The scores were determined from the daily precipitation series of year 2008 for each gridpoint of the 22-km versions of the datasets (see Section 4). Figure 9 compares mean values of the two scores averaged over subdomains (see Fig. 1) and stratified between winter half-year (defined here as the period from October to March) and summer half-year (April–September).
For most of the datasets the spatial distribution is different between the two scores (Fig. 8). RMSE tends to be larger in areas with a more vigorous precipitation climate (Massif Central, Ticino, Julian Alps, cf. Fig. 5), because it weights similar relative errors more heavily at high compared to low intensities. On the other hand, SEEPS tends to show more evenly distributed patterns due to its implicit calibration to the local climate (categories defined by quantiles). RMSE is considered here primarily to quantify the magnitude of typical local

Figure 7: Precipitation sum (mm) for 11-17 May 1999 (a–d) and 20-22 May 1999 (e–h). Results for 22-km resolution datasets. a,e) APGD; b,f) E-Obs; c,g) HIRLAM; d,h) MESAN.
Figure 8: RMSE (mm/d, left column) and SEEPS (non-dimensional, right column) of the evaluated datasets when compared to APGD. Results are for daily precipitation in 2008 using the 22-km versions of the datasets. a, f) E-Obs; b, g) UKMO; c, h) HIRLAM; d, i) MESAN; e, j) MESCAN.
Figure 9: RMSE (mm/d, left column) and SEEPS (right column) for winter half-year (October–March; upper row) and for summer half-year (April-September; lower row) in 2008. The scores were calculated for the 22-km resolution datasets. Values are averages of the scores over five subdomains (see Fig. 1; ALP: whole domain, SEMC: SE-Massif Central, TI: Ticino, BAV: Bavaria, AARE: Aare river catchment).

errors, while SEEPS is used for comparing the degree of correspondence between different regions of the domain (see also Rodwell et al., 2010).

For the European interpolation dataset (E-Obs) and the downscaling datasets (MESAN and MESCAN) the density of input data seems to be a key factor of dataset reliability. In E-Obs this manifests in clear contrasts of SEEPS between Germany and Slovenia on the one hand, and France and Italy on the other hand (see Fig. 8, and regions BAV and SEMC in Fig. 9). These are exactly the regions with particularly dense and coarse station coverage respectively in the underlying ECA&D dataset (see Section 2). In MESAN and MESCAN, where high-resolution observations were also used over France (on top of the ECA&D data), the SEEPS score replicates the pattern of data density too and shows pronounced contrast across country borders, such as the French-Italian border (Fig. 8). Both downscaling datasets reveal very small values both for RMSE and SEEPS over France (region SEMC in Fig. 9), indicating very close correspondence with APGD. This is not surprising considering that over this part of the domain MESAN and MESCAN used the same high-resolution station data like APGD, except for differences in the data quality procedures.

The two regional reanalyses (UKMO, HIRLAM) show a much more evenly distributed SEEPS score (Fig. 8). There is an indication that correspondence with APGD is relatively poor over an elongated region of the inner Alpine dry climate (see also Fig. 3). This is likely a result of the somewhat coarser effective resolu-
tion of the reanalyses and difficulties to capture precipitation processes in this topographically complex region. UKMO has smaller errors than HIRLAM throughout the domain, with RMSE being typically 10–20% smaller (Fig. 9). While the difference in RMSE may, to some extent, be influenced by the varying biases of the two reanalyses (see also Figs. 2 and 4), the systematic difference in SEEPS also points to a better reproduction of the temporal course of precipitation in UKMO.

Compared to E-Obs the two model-based reanalyses have smaller error scores in areas where E-Obs disposes of a very low station data input, such as France and parts of Northern Italy (see Fig. 8, regions SEMC and TI in Fig. 9). However, for much of the remaining areas, the European interpolation dataset corresponds better with APGD (see Germany in Fig. 8; regions BAV, and AARE in Fig. 9).

The two downscaling datasets provide clearly improved 22-km precipitation fields compared to the original regional reanalysis (HIRLAM, see Fig. 8). This is evident in areas with dense station coverage (e.g. domains SEMC and BAV in Fig. 9), where RMSE and SEEPS scores are smaller by a factor of 2 to 5. In the other regions improvements are smaller but still measurable (Fig. 9). An exception to this is the Apennine region, where HIRLAM has slightly smaller RMSE and SEEPS (Fig. 8). Comparison of the downscaling datasets against E-Obs reveals that MESAN and MESCAN rarely improve over the interpolation of station data alone when the observational data input is comparable (i.e. everywhere except France, Fig. 8). Only in Ticino (see Fig. 9) there is a measurable improvement over E-Obs. Clearly, MESAN and MESCAN offer higher spatial resolution than E-Obs, but at the coarser scale considered here, the gain from using a regional reanalysis (HIRLAM) as background is not clearly measurable.

Between MESAN and MESCAN there are only small differences in the scores, but errors are somewhat smaller for MESCAN (Figs. 8 and 9). This may be related to the generally stronger underestimate of high intensities by MESAN (see Figs. 5 and 6) and it may have its origin in the longer correlation range used for the background error function in MESAN, which is also evident in generally smoother precipitation fields (MESAN vs. MESCAN) as was verified in several case studies.

5.5 Intra-seasonal to inter-annual variations

In the Alpine region, the variations of precipitation within and between years can be considerable. Departures from the long-term monthly mean typically exceed the range of ±25% in more than half of the months, even when considering averages over mesoscale subregions. Several studies have also reported on long-term variations and trends in parts of the region (e.g. SCHMIDLI et al., 2002; BRUNETTI et al., 2006; EFTHYMIADES et al., 2006; ZOLINA et al., 2008). In this context, the evaluated datasets examined in this study could provide a basis for monitoring the precipitation climate in the Alps and for studying its dynamical relationships (e.g. KLEIN TANK et al., 2002; QUADRELLI et al., 2001). In view of such applications we briefly test the various datasets for their representation of intra-seasonal to inter-annual variations over the recent past.

For this purpose we have derived monthly time series of precipitation anomalies (ratios between actual monthly totals and long-term means of the calendar month) in several subdomains and separately for each dataset. The common 22-km grid was used to ensure consistent calculation of subdomain means, with higher- and lower-resolution datasets re-scaled (see Section 4). APGD is again used as reference. The evaluation is restricted to datasets covering the full 15 years (1989–2008), i.e. UKMO and MESCANN are omitted.

The evaluation of the temporal anomaly series is presented in the form of Taylor diagrams in Figure 10, comparing the correlation (angular direction) and the temporal standard deviation (radial direction) of the datasets with respect to APGD (circle on x-axis, TAYLOR, 2001).

For temporal anomalies over the entire Alpine region (Fig. 10a) all the datasets provide very consistent time series. Correlations with APGD all exceed 0.95. Also the magnitude of the variations is accurately captured, except that ERA-INT underestimates the standard deviation significantly, likely due to the limited resolution of mesoscale patterns. Larger differences between the datasets, however, emerge for meso-beta scale subdomains, where resolution and density of input data are more critical (Fig. 10b–d). Best correspondence with APGD is found for GPCC and MESAN (all subdomains) as well as for E-Obs in areas with dense station coverage (Bavaria). The correlations for CRU, HIRLAM and ERA-INT are clearly smaller and these datasets also underestimate variability.

In the mountainous regions Ticino and SE-Massif Central, monthly precipitation anomalies are often strongly influenced by a few events of intense precipitation. Errors in their spatial extent and amplitude, due to limited station coverage and smoothing, affect the accuracy of the time series. This is reflected, for example, in the substantial improvement of MESAN over E-Obs in SE-Massif Central. It is interesting that MESAN also improves on E-Obs in Ticino, despite similar data density and limited correlation of its background dataset (HIRLAM). It is unclear whether methodological differences in the spatial interpolation/downscaling are responsible for this.

In summary, the present evaluation indicates that most of the evaluated datasets provide quite consistent information regarding the temporal evolution of monthly anomalies. Even the coarse resolution global dataset GPCC can provide accurate regional monthly anomaly series. However, there is a tendency to underestimate variability, notably over the smaller domains. Datasets using station observations directly (interpol-
Figure 10: Taylor diagrams of the variation in relative monthly precipitation anomalies over the 15 years 1989–2003. APGD is used as reference (small circle on x-axis). The angular axis denotes correlation with APGD, the radial direction represents the standard deviation of the relative anomalies (dimensionless). a) whole Alpine domain; b) SE-Massif Central; c) Ticino; d) Bavaria (see Fig. 1 for details of the regions). The domain-mean anomalies were calculated from the 22-km resolution versions of the datasets.

6 Conclusions

We have evaluated and compared several existing and newly developed climate datasets that extend over the entire European continent (at least) and offer themselves for application in environmental research, climate monitoring and the study of climate change impacts. The suite of evaluated datasets encompasses rain-gauge-based interpolation datasets (E-Obs, CRU, GPCC), model-based regional (and one global) reanalyses (UKMO, HIRLAM and ERA-INT) and downscaling datasets (MESAN and MESCAN). The comparison is conducted for daily precipitation in the region of the European Alps. Their topographic complexity and climatic diversity provide an ideal test bed for datasets that promise to resolve meso-beta scale climatic features and heavy precipitation better than existing global and monthly datasets.

The reference is a gridded interpolation from high-resolution rain-gauge networks (1971–2008, Isotta et al., 2014). The APGD dataset stands out by uniquely dense (5500 stations on average) and spatially more homogenous data coverage than any of the evaluated datasets. Inaccuracies in the reference dataset are to be expected particularly at small scales, which is why the smallest of the considered scales (5 km) is used for visual comparison only. At the intermediate (22 km) and coarse (55 km) resolution, the reference dataset is expected to have smaller errors than the major discrepancies of the evaluated datasets that we describe here.

The new model-based regional reanalyses (UKMO and HIRLAM) show much richer and more realistic spatial variations in the climatology of mean Alpine precipitation and several statistics of daily precipitation than the driving global reanalysis (ERA-INT). They also correct for several unrealistic spatial features seen in global and continental interpolation datasets, deficiencies related to the limited station coverage available for these latter datasets.

In absolute values, however, the regional reanalyses exhibit biases and misplacements of regional anomalies that can result, locally, in discrepancies of similar or larger amplitude like those of the driving reanalysis or from interpolation datasets. The regional reanalyses overestimate mean precipitation in the Alps and they misrepresent mountain-valley and mountain-flatland contrasts (overemphasized in HIRLAM and underemphasized in UKMO). They also overestimate the
frequency of wet days (light/moderate events) and under-estimate that of intense precipitation. The 4DVar UKMO reanalysis underestimates intense events less and exhibits a better temporal correspondence (RMSE, SEEPS) with the reference dataset than the 3DVar HIRLAM reanalysis.

The accuracy of datasets that explicitly use in-situ rain-gauge observations (for interpolation or downscaling) is found to strongly depend on the station density available in their construction. As a result, their performance is very heterogeneous over the Alpine region. In areas with poor data coverage important mesoscale features are missing and there are biases in the frequency distribution (too frequent wet days, too small high quantiles) that relate to reduced effective resolution (larger search neighbourhood, see also Hofstra et al., 2009). In areas with dense station coverage, however, the continental interpolation dataset E-Ob is less biased and has better correspondence (RMSE and SEEPS) with the reference than the regional reanalyses. Likewise, when fed with dense station data, the two downscaling datasets MESAN and MESCOI largely correct for biases in the underlying regional reanalysis and reduce RMSE and SEEPS errors substantially (a factor of 2 to 5). In areas where E-Ob and the downscaling datasets have similar input of station data the skill of the two methodologies is comparable and it is unclear whether downscaling has profited from the usage of a regional reanalysis on top of the station data.

Our visual comparisons and reported error patterns (frequency distribution) suggest that all datasets do not fully resolve the spatial variations that one might expect to be resolved on the basis of their respective grid spacing. In model-based regional reanalyses this is due to a smooth topography, processes not resolved at the grid-spacing scale, and, in the case of UKMO, a data assimilation coarser than the model grid. In the interpolation and downscaling datasets it is the limited station network that compromises effective resolution (e.g. Ensor and Robeson, 2008; Hofstra et al., 2010; Turco et al., 2013). As a consequence, there is considerable uncertainty about and spatial heterogeneity in the scales effectively resolved in the datasets. On the one hand this causes difficulties in defining a strictly comparable reference dataset for the evaluation (e.g. Frei et al., 2003). On the other hand, several applications of such datasets – notably in hydrology and with extremes – are resolution dependent (e.g. Tetzlaff and Uhlenbrook, 2005; Lobligies et al., 2013). Here, we recommend to presume that the datasets are of coarser resolution than the grid spacing, which would reduce impacts from the smoothing-related biases seen in our evaluation.

Despite biases and inaccuracies in the climatological patterns, the evaluated datasets provide very consistent results on intraseasonal to interannual variations of monthly mean precipitation. Correlations with the reference dataset are mostly larger than 0.9 when considering subdomains of $100 \times 100$ square kilometres or larger. Even the coarse resolution global dataset GPCC is found to provide accurate regional monthly anomaly series in Alpine subdomains. This is a promising result for the utility of the evaluated datasets as a basis for trans-European climate monitoring. What remains to be assessed is, however, how accurately the datasets can reproduce longer-term variations and trends, and how the underestimate of temporal variability, observed with most of the datasets, affects the statistical significance of the trends.

Our evaluations illustrate that regional reanalyses provide a valuable new data resource also in regions with a complex climatology. Yet, there are still considerable biases involved and applications will continue to involve bias corrections and downscaling procedures that rely on direct observations. The reliability of these post-processings as well as the accuracy of model-independent datasets for evaluation was found to depend critically on station density. Further developments would therefore substantially profit from improvements in the accessibility of high-resolution station data.

Acknowledgements

The research leading to these results has received funding from the European Union, Seventh Framework Programme (FP7/2007–2013) under grant agreement n° 242093. We are grateful to the following persons and institutions for providing the evaluated datasets and for commenting on early results: Tomas Landelius and Per Undén (Swedish Meteorological and Hydrological Institute, HIRLAM and MESAN); Eric Bazile and Cornel Soci (Météo-France, MESCOI); Peter Jeremy, Richard Renshaw and Dale Barker (Met Office United Kingdom, UKMO); Anna Ghelli and Hans Hersbach (ECMW, ERA-INT). We also acknowledge the EOBS dataset from the EU-FP6 project ENSSEMBLES (http://ensembles-eu.metoffice.com) and the data providers in the ECA&D project (http://eca.knmi.nl). The GPCC dataset was provided by Deutscher Wetterdienst (http://gpcc.dwd.de), and the CRU dataset by the Climatic Research Unit, University of East Anglia (http://www.cru.uea.ac.uk). We also thank two anonymous reviewers for their valuable comments.

References


Dahlgren, P., N. Gustafsson, 2012: Assimilating host model information into a limited area model. – Tellus A 64, 15836. DOI:10.3402/tellusa.v64.15836.


Saarinen, S., 2004: ODB User Guide. – Available from ECMWF, Reading, UK.


Suklitsch, M., A. Bobet, A. Leuprecht, C. Frei, 2008: High resolution sensitivity studies with the regional climate model CCLM in the Alpine Region. – Meteorol. Z. 17, 467–476.


